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INTRODUCTION

3D  reconstruction  has  become  an  important  tool  in

many camera-assisted  medical  interventions.  As  such,

one of the goals of the EU funded project  EurEyeCase

is to use reconstructed 3D maps of the retina to help the

surgeon  during  retinal  interventions.  To  that  end,  a

stereo microscope is used to view a small fraction of the

retina at each instant. In this paper, we investigate how

the reconstructed point clouds from each stereo image

pair can be fused to generate a more consistent global

retinal model.  A global 3D model of the retina would

help the surgeon to accurately localize  the tools  with

respect to the retinal surface.  We build upon previous

work of stereo microscopic calibration and retinal  3D

reconstruction  [1]  while  implementing  them  in  a

framework compatible with real-time applications. We

use a coarse to fine surface registration algorithm based

on 2D image features, transformation estimation using

singular  value  decomposition  (SVD)  and  an  Iterative

Closest  Point  (ICP)  method  to  align  each  new  point

cloud surface to the global retinal 3D model. Fusion is

achieved  by  filtering  aligned  incoming  depth  maps

using a voxel grid. In contrast to [1], the approach can

be  implemented  online  with  close  to  real-time

performance.  We  also  remark  several  encountered

challenges in achieving such a task and the solutions we

used to tackle them. Finally we present our results on a

sequence of recorded images of a surgery performed on

an open sky porcine eye.

MATERIALS AND METHODS

The  EurEyeCase camera  setup  consists  of  a  surgical

stereo microscope that can be moved freely to capture

different views of the retinal surface. The camera setup

and  its  functionality  are  described  in  the  related

previous work [1]. We follow the same methodology to

pre-calibrate  the  stereo  camera  using  checkerboard

images [4]. We fix certain distortion coefficients to zero

and  principal  point  to  the  middle  of  the  images for

obtaining better stability in focal length. The low depth

of field as well as non-conventional optical arrangement

further  requires  that  certain parameters  of  the  camera

intrinsics  are  fixed  to  have  better  stability  in  focal

length. This is followed by the relative stereo extrinsic

calibration.  We  fix  both  the  camera  intrinsics  and

relative  extrinsics  of  the  stereo  to  calibrated  values

when reconstructing the  retina.  On the  one hand,  the

reconstructed point  clouds for  each  image pair  in  the

sequence thus obtained are generally noisy and cannot

be directly fused. This is particularly true for high focal

length stereo reconstruction such as  the ones done in

this work. On the other hand, fusing them offline using

surface reconstruction methods may not be relevant to

the  surgical  application.  Nonetheless,  through

incremental  fusion  of  incoming  point  clouds,  we  are

able to  filter  out  noise and obtain a consistent  global

model of the retina without resorting to offline methods.

Figure 1 shows the pipeline of the work. 

Stereo Matching and Point Cloud Generation

Given  a  pair  of  stereo  images,  we  first  rectify  both

images  using  the  intrinsic  and  extrinsic  camera

parameters  obtained  during  calibration.  We  perform

stereo matching on the GPU using the Constant Space

Belief  Propagation  algorithm  [3],  due  to  its  global

optimality and speed. Reprojecting the depth map into

3D space gives a dense point cloud.  A brightness-based

filter is applied to remove reconstruction at points where

there  are  specular  reflections.  Such  reflections  cause

false  stereo  matches  introducing artifacts  in  the  point

cloud  that  would  limit  the  performance  of  the

subsequent alignment process. 

Motion Estimation and Point Cloud Registration

We adopt a coarse to fine registration technique based

on the  premise  that  consecutive  frames  often  contain

significant translation in the observed model, taking into

account the noisy nature of the computed point cloud;

thus,  limiting  the  use  of  traditional  registration

techniques such  as  ICP. Directly running ICP on two

such  point  clouds  fails  to  give  a  satisfactory  fusion

results  due  to  bad  local  minima.  Instead,  we  first

compute a rough estimate of the relative 3D motion: We

find  feature  point  correspondences  for  consecutive

frames  and  triangulate  these  to  obtain  two

corresponding 3D point sets, one for each view. We use

the GPU implementation of SURF [2] to that end. The

least-square  estimation of  the 3D transformation (R,t)

between the two point sets is then computed using SVD.

Using  this  estimate  as  an  initialization  for  the  ICP

algorithm, we can refine our registration and obtain an

optimal alignment.



Point Cloud Fusion

Incoming point clouds, once aligned, are robustly fused

together  using a voxel grid filter, which averages out

noise and results in a global model of the reconstructed

retina.  To minimize  error  during  alignment,  our  ICP

implementation aligns to the global fused model.

RESULTS

Our experiments are based on a recorded sequence of an

open  sky  pig  eye  surgery.  We run  our  methods  on

downsampled  640  x  480  pixel  images.  We show the

rendered results of our workflow in Figure 2. The fusion

process  is  shown progressively  from left  to  the  right

with the renderings. The results show that the quality of

the point cloud from each stereo image has holes and

noise due to filtering of the depth image and removal of

specular reflections. The fusion process helps to recover

some of these missed surface regions while integrating

them into the same 3D model. The whole pipeline can

be run at about 1 Hz with a GPU implementation of ICP.

It is possible to further improve the pipelines speed by

parallelizing additional components on the GPU.

DISCUSSIONS AND CONCLUSIONS

We investigated the reconstruction and online fusion of

retinal eye surface using a stereo microscope. The fused

3D map obtained for  the retinal  surface shows that  a

good model can be obtained for the retinal  surface in

this  setup  without  going  for  an  offline  reconstruction

method.  The key contribution here  was  the  coarse  to

fine strategy for aligning point clouds and showing that

dense  reconstruction  is  possible  in  a  retinal  image

without an offline global refinement step.

However several challenges still remain. The first being

the calibration of the stereo microscope. In future work

a different calibration setup will be used to calibrate the

stereo camera using a robot controlled tool and tracking

the points in images.
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Figure 1. Our workflow for reconstructing a global retinal 3D model during an eye surgery using a stereo microscope. 

Figure 2. Fusion of point clouds in the stereo sequence. The left rendering is a noisy point cloud obtained from a single stereo pair 

reconstruction. Point clouds are added from left to right to generate more complete surface reconstruction. Note that holes in point 

clouds are progressively filled because of complementary data.


