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Abstract

In this paper, we extend a recently proposed method for
generic object detection in images, category-independent
object proposals, to the case of video. Given a video, the
output of our algorithm is a set of video segments that are
likely to contain an object. This can be useful, e.g., as a first
step in a video object detection system. Given the sheer
amount of pixels in a video, a straightforward extension
of the 2D methods to a 3D (spatiotemporal) volume is not
feasible. Instead, we start by extracting object proposals
in each frame separately. These are linked across frames
into object hypotheses, which are then used as higher-order
potentials in a graph-based video segmentation framework.
Running multiple segmentations and ranking the segments
based on the likelihood that they correspond to an object,
yields our final set of video object proposals.

1. Introduction

Recently, a number of methods have been proposed for
generic object detection in images [1, 5, 9, 11, 15]. These
schemes delineate regions in an image that are likely to con-
tain objects, irrespective of the actual object class. This
can be useful to focus the attention (e.g. in a retarget-
ing application [13]); as a preprocessing step before run-
ning various object detectors [15] (avoiding having to run
a time consuming sliding window based scheme over and
over again); to introduce top-down information in typical
bottom-up segmentation methods [8]; for unsupervised ob-
ject discovery [7]; or to guide weakly supervised methods
for object recognition [4]. Here, we extend this line of work
to the case of videos.

Indeed, all the arguments justifying the usefulness of a
generic object detector in static images also apply, even
more, to video. Whereas for static images a sliding window
approach may be expensive, it is still feasible in practice
(e.g., using cascades). In video, on the other hand, the num-
ber of (spatio-temporal) windows that need to be evaluated
explodes. It is not just searching over one extra dimension:
since the temporal dimension behaves differently than the
spatial dimensions, and objects and/or the camera can move

arbitrarily, cuboid windows or even parallelepiped windows
are no longer sufficient.

The standard solution is to extract keyframes from the
video, and restrict the further analysis to the keyframes only.
This is clearly suboptimal. If few keyframes are extracted,
there is a risk that objects may be missed. If keyframes are
extracted more densely, the same object may be detected
multiple times. Moreover, focussing on the keyframes only,
a lot of relevant information, such as motion cues, is left
unexploited while it could be useful (e.g., to distinguish a
toy dinosaur from a real one). A field where motion cues
are typically exploited is action recognition. However, also
there, we believe that first extracting the relevant segments
and applying the further analysis on the full segment could
be beneficial.

The starting point of our work has been the category-
independent object proposals of [5]. This method gener-
ates image segments, which, as indicated above, we believe
to be more suited for video than the bounding-box based
approach of [1]. [5] presents a method for producing ob-
ject proposals in images. They use various cues, such as
occlusion boundaries and layout consistency, to find image
regions which correspond to visual objects. The output of
this algorithm is hundreds of such segments, ranked accord-
ing to their appearance. Since this method was designed for
images it does not use the motion cues that are available in
videos.

Directly extending this line of work to 3D (spatiotem-
poral volumes) is unfeasible, mostly due to memory limita-
tions. Therefore, we propose an alternative scheme. First
category-independent proposals are extracted from each
frame. These proposals are then linked over frames into
spatiotemporal object hypotheses. Finally, these hypotheses
are used as higher order potentials in a graph-based video
segmentation framework. This last step is inspired by the
work of [16] on Multiple Hypotheses Video Segmentation
(MHVS). They introduce a way of using higher order poten-
tials to enforce label consistency within a video sequence.
While their method aims at producing a consistent segmen-
tation of a video (i.e., in which similar regions across the
video are labeled consistently), it doesn’t take into account
the concept of objects. We generate multiple segmentations,
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after which all segments are ranked based on their likeliness
of representing an object. This is also in line with the work
of [12], who proposed to use multiple segmentations to dis-
cover objects in images.

The contributions of this paper can be summarized as
follows. We propose a scheme for extracting category-
independent object proposals for video data. We show that,
by exploiting motion cues, more accurate segments can be
found. Our scheme manages to retrieve 40% of the objects
with less than 100 segments per video, and is competitive
with other methods for video segmentation that do not use
top-down information. This can be used as input for sub-
sequent object recognition methods exploiting all the spa-
tiotemporal cues yet avoiding exhaustive sliding window
based search, or to guide a video retargeting application
(both left as future work).

Recently, Lee et al. [8] proposed a method for video
foreground segmentation that uses a very similar scheme
as ours: they also start from object proposals extracted on a
per-frame basis, include motion cues, and combine them for
the final segmentation using a graph-based approach. How-
ever, they do not use higher order potentials, which we be-
lieve to be a nicer way of integrating the proposals infor-
mation in the graph-based segmentation, coping in a more
natural way with multiple objects in the scene than what
they propose. Indeed, by adding all the object hypotheses
at once, they reinforce one another and lead to better seg-
mentations. Moreover, the goal of [8] is to segment out the
one most dominant object in the video, whereas we want to
find (proposals for) all objects contained in the video. We
would like to stress that our work was developed indepen-
dently from theirs.

The remainder of this paper is organized as follows.
First, we provide algorithmic details on our proposed
method in section 2, followed by experimental results in
section 3. Section 4 concludes the paper.

2. Our method
The method of [16] proposed a way for labeling pixels in

a video by encouraging similar region to be labeled consis-
tently. We build on this approach and aim at incorporating
global objectness information for spatio-temporal regions
in the video. Our method makes use of their framework in
which the video is represented as a CRF graph model. How-
ever we improve their system by using object proposals in-
stead of their segmentation and use a measure of objectness
instead of region color consistency.

We begin by dividing the input video sequence into tem-
poral windows of 10 frames. Then, our algorithm consists
of the following four steps: 1. Generate a set of initial object
hypotheses for each frame. 2. Generate multiple segmenta-
tions of each temporal window, using a CRF with the video
object hypotheses of step 1 as higher order potentials. 3.

Merge the segments from the temporal windows across the
video. 4. Rank the video segments and select the top ranked
ones as final video object proposals.

Each of these steps is described in more detail below.

Initial object hypotheses In each frame, a set of object
proposals is generated using the method introduced in [5].
Their algorithm generates a set of object proposals for each
frame, where a proposal is a figure/background segmenta-
tion of the image. This method relies to a large extent on
the Pb boundary detector [2] to find likely segment bound-
aries. Since in our case the input is video, we can improve
the quality of the boundaries by using a linear combination
of Pb boundaries of [2] and ‘motion gradient’ boundaries
as suggested by [14]. This combination results in stronger
boundaries for moving objects while still maintaining ap-
pearance based boundaries for static objects. This way, de-
spite the fact that the proposals are initially generated for
each frame separately, they take into account the motion
information available in the video. For each frame in the
video we store the top 40 ranking proposals. We observed
that salient objects are usually found within these top 40
proposals.

Next, we link the per-frame object proposals across all
the frames in the temporal window. The natural way to
link the object proposals is to find chains of these pro-
posals across the video fragment. To this end we create a
graph with all the proposals in the frame sequence as nodes.
In this graph, two proposals in two consecutive frames
that spatially overlap, are connected by an edge which is
weighted by the color histogram intersection of the two pro-
posals. A path of minimal distance found in this graph rep-
resents a sequence of proposals with similar appearance and
serves as a spatio-temporal object hypothesis. Each path is
a selection of nodes, beginning in the first frame and ending
in the last frame, and contains one object proposal for each
frame. As opposed to the hypotheses used in MHVS which
are generated by image segmentation and capture arbitrary
regions in an image, our hypotheses correspond to possible
objects in the video. A visualisation of this graph model is
provided in figure 1a.

Some of the hypotheses selected in this step correspond
to the same object across the video, while others might cor-
respond to parts of an object or parts of the background.
Hypotheses are still rather inaccurate though, as they de-
pend on the correct detection of the object proposal in each
and every frame within the temporal window.

We measure the quality of each hypothesis using a scor-
ing function s(Hk), which is evaluated as:

s(Hk) = γA(Hk) + (1− γ)M(Hk) (1)

The appearance term A(Hk) measures the objectness of
a hypothesis Hk. We take advantage of the proposal scores



Figure 1. Three graph models used in this work. a) Binary segmen-
tations of each frame are linked in a graph model from which hy-
potheses are selected. b) A superpixel graph model is constructed.
c) Temporal windows are merged using a third graph model.

produced by [5], and take the average score of all proposals
that make up the hypothesis. The motion termM(Hk) eval-
uates the difference between the motion of the hypothesis
with that of the background (the part of the image outside
the hypothesis) by taking the optical flow histograms of hy-
pothesis and background, and computing their χ2 distance:
dχ2(P,Q) = 1
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In the next step, a CRF model is used in order to improve
the consistency of the hypotheses, and to label the video
sequence using the best hypotheses.

CRF-based video segmentation We use a CRF model
that utilizes the information provided by the hypotheses, in
order to find consistent temporal segments that correspond
to the objects present in the video. In this graph model, the
nodes represent superpixels extracted from the Pb bound-
aries [2] of the video frames, and each hypothesis represents
a possible label (figure 1b).

Labeling the superpixels is equivalent to finding for each
region the hypothesis which best explains its cues. This is
achieved by minimising the cost function associated with
the graph model. The graph model is constructed as fol-
lows: neighboring superpixels within each frame are con-
nected by edges, whose weights represent pairwise con-
straints. Pairwise constraints are also defined between
nodes in consecutive frames, encouraging label consistency

accross frames. In addition to these local constraints de-
fined by the edges, higher order potentials are used in order
to enforce global constraints. These global constraints are
defined by the hypotheses and their ranking, as explained
next. They connect subsets of superpixels across all frames,
and capture the objectness of each set of nodes.

The CRF model is defined over a set of random vari-
ables representing superpixel labels. Each variable from
the set {xi}Ni=1 takes a value from the set of hypotheses
H = {H1, ...,HL}, with N and L the number of variables
and labels respectively. A solution of the graph, referred to
as labeling, is an assignment of values to all variables.

The CRF node potentials are modeled with unary, pair-
wise, and higher order terms. Using a similar formulation
as in [16] we define the potentials in the following.

The pairwise potential models the cost of assigning dif-
ferent labels to neighboring superpixels within the same
frame (spatial edges) and accross neighboring frames (tem-
poral edges). The spatial edges are weighted using the com-
bination of global Pb and ’motion gradient’ boundaries sep-
arating them. The higher the value of the boundary, the
lower the cost of assigning a different label to neighboring
superpixels.

ψp(xi, xj) = exp(−b(xi, xj)/σb) (2)

where b(xi, xj) = β ∗Pb(xi, xj)+(1−β)∗MG(xi, xj) is
a linear combination of the Pb and ’motion gradient’ bound-
aries between two superpixels xi and xj , and σb is taken as
the mean of all boundary values. The temporal edges, on
the other hand, connect two nodes that are spatially over-
lapping in two consecutive frames, weighted by their color
similarity.

ψt(xi, xj) = exp(−|ci − cj |/σc) (3)

where ci and cj represent the average LUV color vectors of
nodes xi and xj . Note that while ψp takes two superpixels
in the same frame, ψt takes superpixels in two neighboring
frames.

The unary potential measures the cost of assigning a hy-
pothesis label to a superpixel, and is evaluated according to
the following equation:

ψu(xi) = 1− d(xi, Hj) (4)

where d(a, b) = 2|a ∩ b|/(|a| + |b|) is the Dice coefficient
which measures normalized overlap between two image re-
gions.

This potential measures the cost of assigning the label
Hj to superpixel xi, by computing its Dice coefficient with
the set of superpixels that are contained in the hypothesis
corresponding to the label Hj . This cost function prefers
smaller hypotheses which have higher overlap with super-
pixels.



In order for the global information which is available in
the object hypotheses to effect the labeling, we incorporate
the object hypotheses with their score from eqn. 1 as higher
order potentials. In this way, superpixels belonging to the
same object hypotheses are more likely to share the same
label. The higher order potential is computed as follows:

ψh(xk) =
{
Nk(xk) 1

Qk
s(Hk) if Nk(xk) ≤ Qk

s(Hk) otherwise
(5)

where xk represents the labeling of superpixels comprising
the hypothesisHk, and s(Hk) is the score of hypothesisHk.
Nk(xk) denotes the number of variables not taking the label
of Hk. The truncation parameter Qk controls the rigidity
of the higher order potential. We evaluate this parameter
according to:

Qk =
1− s(Hk)

maxm(1− s(Hm))
· |Hk|

2
(6)

where |Hk| is the number of nodes in hypothesis Hk. The
lower the value of Q, the higher the cost associated with
changing the labels of nodes in hypothesis Hk. In this way
the hypothesis scoring s(Hk) encourages hypotheses that
appear to be objects to be more dominant in the labeling
process.

The posterior distribution over the labelling x of the node
variables, can be written as:

Pr(x|D) =
1
Z

exp(−αuψu−αpψp−αtψt−αhψh) (7)

where Z is a normalization constant. The inference step
corresponds to finding the MAP solution of this probability,
by finding a labelling x∗ such that:

x∗ = argmin
x∈HN

(αuψu + αpψp + αtψt + αhψh) (8)

where H is the set of hypotheses defined above, and
ψu, ψp, ψt, ψh are the unary, pairwise, temporal and higher-
order potentials. Approximate MAP inference is performed
using a graph-cuts solver for the Robust Pn model proposed
in [6]. We repeat the graph inference step with a number
of different values for the potential weights αu, αp, αt, αh
generating multiple segmentations and, hence, a larger pool
of video object proposals.

These object proposals can be merged across the differ-
ent temporal windows as explain below.

Merging across temporal windows and ranking the final
proposals The result of solving the graph model in the
previous step is a set of segments for each temporal win-
dow in which each segment is a consistent labeling across
the frames of the window. In order to find consistent ob-
ject proposals across the entire video we construct another

graph in which the nodes represent segments in different
temporal windows. This graph is constructed in a simi-
lar way to the initial hypotheses graph. The difference in
this case is that segments are connected between different
temporal windows and not between individual frames (fig-
ure 1c). The edges are weighted by

wij = d(sti, s
t+1
j )−1 (9)

where d(sti, s
t+1
j ) is the normalized intersection (intersec-

tion over union) of two segments sti and st+1
j in (the neigh-

bouring frames of) two consecutive windows t and t + 1.
A path of minimal cost between the first and last temporal
window represents a consistent video object proposal. In or-
der to choose the segments most likely to represent objects
from among the set of assigned segments, we rank each seg-
ment according to its objectness using the same hypothesis
scoring defined in eqn. 1.

3. Experimental results
Experiments were performed on the dataset provided

by [3] in which annotations are given for a few frames in
each sequence. This dataset, which contains 26 videos of in-
door and outdoor scenes, is the most extensive video dataset
with ground truth annotation that we found. In all our ex-
periments, we set β = 0.7, and γ = 0.5.

Qualitative evaluation We start by showing some qual-
itative results obtained with our method. Figure 2 shows
the top ranking segments for a number of videos from the
dataset. While not perfect, it is clear that our method man-
ages to find the dominant objects in the scene and obtain
rough, yet consistent, segmentations thereof.

Quantitative evaluation Next, we perform a quantitative
analysis of the quality of the video object proposals. To this
end, we plot the recall as a function of the mean number of
object proposals generated per video (see figure 3). We rank
the object proposals based on their final score, and select
the top N proposals, for varying values of N . A ground
truth annotation is considered to be retrieved correctly if
at least one of the retained object proposals has an overlap
over union relative to the ground truth annotation |GT∩s||GT∪s|
greater than 0.5.

The results of our full system (shown in red) are com-
pared against a number of baseline methods. The blue curve
shows the recall obtained with the initial hypotheses with-
out the CRF graph model on top. Using the CRF model
clearly reduces the number of segments used as possible
object proposals. The black curve shows the result of our
method without using the motion cues (optical flow and mo-
tion gradient boundaries) and without the pairwise edges



Figure 2. Examples of video object proposals. The yellow contours show the top ranking object proposal throughout the video.

between neighboring frames. This graph clearly shows the
influence of using the additional information available in
video data compared to individual frames. The green curve
evaluates our implementation of the MHVS method of [16],
and highlights the performance gain we obtain by using the
global information of objectness, rather than pure color con-
sistency.

Figure 3. Comparison of video object detection methods. See text
for explanation. True positive detections are counted as segments
with overlap score above 0.5

Video segmentation Next we evaluate the quality of the
video segmentations we obtain as an intermediary step to
generate the object proposals. For this experiment we fix

the weights for the different potentials as follows: αu = 10,
αp = 0.1, αt = 0.1, αh = 10. Figure 4 shows the segmen-
tations for four example videos, as obtained by our method.
The same segment labels in a single frame are propagated
thoughout the video.

Finally, we perform a quantitative evaluation of the video
segmentation, following the methodology proposed by [10].
For each ground truth segment we find the segment in our
result with the highest overlap. The total error is calculated
as the percentage of pixels that are mislabeled out of the to-
tal number of pixels. A pixel is mislabeled if it is part of the
annotated segment, while it was labeled as background by
our segmentation, or if it is labeled as object by our result,
while its annotation is background. The average label error
is computed by averaging the pixel error for each segment
across all the segments in the database, therefore giving pro-
portionally higher weights to the smaller segments (which
often correspond to objects, rather than background).

Table 1 shows the labeling error of our result, compared
to the same baselines. Again, we clearly see the advantage
of using motion cues and higher level information obtained
via the image object proposals. We outperform the initial
hypotheses (even though they generate much higher over-
segmentation). Compared to [10], our results are competi-
tive, especially when looking at the average label error.

4. Conclusions

In this paper, we presented a method for generating
category-independent video object proposals. This is a
generalization of the work of [5] to the case of video. We
believe this is of high practical value, given the difficulty of



Figure 4. Example of the video object segmentation result. Label consistency throughout the video is enforced by the higher-order potentials
which capture the object appearance, and by the pairwise potentials between frames. First row: frames from different videos in the dataset.
Second row: video segmentation result of our method.

Overall label error Average label error
Our method 9.7 % 15.9 %
Without motion 18.1 % 22.6 %
MHVS 19.8 % 29.4 %
Hypotheses 15.1 % 22.2 %
[10] 5.3 % 24.7 %

Table 1. Percent labeling error.

processing full video, and provides a reasonable alternative
for the widely used practice of limiting video analysis to
the processing of keyframes only. As future work, we want
to build video object classifiers on top of our video object
proposals, so as to obtain a better understanding of the
whole video. We also plan to improve the efficiency of our
method, to enable processing of large scale video datasets.
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