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ABSTRACT
Traditional bag-of-features approaches often vector-quan-

tise the features into a visual codebook. This process in-
evitably causes loss of information. Recently codebook-free
methods that avoid the vector-quantisation step have become
more popular. Used in conjunction with nearest-neighbour
approaches these methods have shown remarkable classifi-
cation performance. In this paper we show how to exploit
the concept of nearest neighbour based classification for ob-
ject detection. Our codebook-free exemplar model combines
the classification power of nearest neighbour methods with
a detection concept based on exemplar models. We demon-
strate the performance of our proposed system on a real-world
dataset of images of motorbikes.

1. INTRODUCTION AND RELATED WORK

In the past, bag-of-features approaches for object classifica-
tion and object detection have prevailed. They rely on vector-
quantisation to map each local feature onto a visual word
or codebook entry, so as to obtain a compact description of
the image. But since Boiman et al. [3] published their pa-
per on Naive Bayes Nearest Neighbour image classification
(NBNN), the research field of nearest neighbour classification
methods has gained considerable momentum. These meth-
ods show remarkable performance, while often being archi-
tecturally simple. Using the image-to-class distance paradigm
allows them to cope with object classes with relatively high
intra-class variation and to generalise well beyond the train-
ing examples. Being codebook-free, they can exploit sub-
tle differences between local descriptors that might get lost
in a vector-quantisation process. For object detection on the
other hand, part-based models are very popular. Yet, there
has been little investigation into combining the classification
performance of nearest neighbour methods with suitable de-
tection schemes. Simply applying a sliding window is com-
putationally prohibitive in most cases.

1.1. Nearest Neighbour Methods for Classification

Boiman et al. [3] achieved state-of-the-art classification re-
sults with their non-parametric NBNN classification system

that does appeal through remarkable simplicity: it is non-
parametric and therefore does not require a training phase.
Part of the excellent performance of NBNN can be attributed
to the lack of feature quantisation. In traditional bag-of-fea-
tures approaches, the typically high-dimensional features are
first vector-quantised into a visual codebook. During this
process a lot of the descriptive information of the features
gets lost. This drawback is mostly accepted as working with
codebooks is easy and fast, and for many applications the vi-
sual words retain sufficient descriptive information. However,
Boiman et al. [3] argue that too much valuable information
gets lost during vector quantisation. Their system searches for
nearest neighbours directly in the original high-dimensional
feature space and can thus utilise their full descriptive power.

Another corner stone of the success of NBNN is the image-
to-class distance paradigm. The traditional image-to-image
distance measures the similarity of full object instances. For
example, in a bag-of-features setting, the histograms of the
(vector-quantised) features of two images are compared. Due
to the relatively low repeatability of local feature descriptors,
the similarity between the histograms representing the whole
image is often relatively low. The image-to-class distance
paradigm, on the other hand, can deal better with such a sit-
uation. Let the class be represented by the set of all features
from all object instances of that class. Then the image-to-
class distance of a query feature to that class is defined as
the minimum pairwise distance between the query feature and
any feature of that class, i.e. the distance to its nearest neigh-
bour in the set of class features. In the naive Bayes framework
by [3], these distances are then simply summed together.

It is important to note that NBNN does not require a train-
ing phase. After the features have been extracted and cata-
logued, the system is ready to classify new images.

Much research in object classification has since revolved
around NBNN. Behmo et al. [2] relaxed some of the quite re-
strictive assumptions made in the original NBNN algorithm, at
the expense of having to add a training phase for optimal pa-
rameter selection. Tuytelaars et al. [9] introduced the NBNN
kernel that can easily be used e.g. in support vector machines
or in combination with other kernels.



1.2. Part-Based Models for Detection

The main idea behind part-based models is that an object
class can be represented by a set of parts subject to certain
mutual geometric constraints. Many different types of part-
based models exist. One important example is the Implicit
Shape Model (ISM) by Leibe et al. [7]. Parts in ISM are rep-
resented by class-specific codebook entries. During training,
each detected part is associated with the position of the ob-
ject’s centre relative to its own position. At test time, features
from a new image are matched to each part and a vote for the
object’s centre is cast, weighted by the match quality. Detec-
tions are finally generated from the peaks in the voting space
using a generalised Hough transform. Note how ISM can also
be considered image-to-class in that it combines information
from multiple training images. While ISM is purely genera-
tive there have been extensions that do discriminative train-
ing, e.g. Hough Forests [1].

Similar in nature to ISM is the exemplar model first in-
troduced by Chum and Zisserman [4]. They represent parts
by visual words, i.e. vector-quantised features. Each visual
word is associated with a set of exemplars. An exemplar en-
codes the position and size of the object relative to the visual
word’s position and scale. All exemplars of a visual word are
clustered to form a compact set of exemplars. The quality
of each exemplar is estimated based on how stable the visual
word’s position is across training images. At test time, the ex-
emplars associated with each visual word cast a vote for the
object’s position and size weighted by their quality. Final de-
tections are generated using non-maximum suppression. Like
ISM the exemplar model implicitly incorporates aspects of
the image-to-class paradigm. However, unlike ISM where the
aspect ratio of bounding boxes is fixed in order to keep the
voting space small, exemplar models can cope naturally with
bounding boxes of arbitrary aspect ratios.

Our Contribution In this paper, we show how to ex-
ploit the concept of nearest neighbour based classification in
object detection. We introduce the basic principle of NBNN
into exemplar-based detection: we avoid vector-quantisation
to retain the full specificity of the features and use the image-
to-class distance explicitly.

2. CODEBOOK-FREE EXEMPLAR MODELS

Our detection system consists of two separate stages: data
preparation and testing. The former is typically done offline,
while the latter can be done in an online fashion.

2.1. Data Preparation Stage

The input for this stage is a set of images with labelled bound-
ing boxes around objects of interest. We’ll refer to this set as
training set, despite the fact that no real training is necessary.

2.1.1. Feature Extraction

The actual type of feature descriptor used to describe each
image has no influence on our system’s principle of operation
(although its performance depends on it). For our further ex-
planation we assume that densely sampled SIFT descriptors
[8] are used. We believe densely sampled features are bet-
ter suited for our purpose as compared to features extracted
at interest points. Sampling sufficiently dense creates a rich
description of all aspects of an object and not only of those
points on the object that are localised well and can be matched
best across different views of the same object.

2.1.2. Exemplar Creation

For each feature that falls inside an object’s bounding box, we
create an exemplar. The exemplar encodes the relative posi-
tion of the feature inside the bounding box and the size of the
bounding box relative to the feature’s scale. We store each
feature with its corresponding exemplar in databases sepa-
rated by classes. A key aspect for database organisation is the
necessity to determine nearest neighbours in feature space and
retrieve the corresponding exemplars. Exact nearest neigh-
bour retrieval is computationally very expensive. However,
retrieval of only the approximately nearest neighbours is of-
ten sufficient and is computationally easier. Therefore, we opt
to use multi-probe LSH (Locality Sensitive Hashing) [5].

2.2. Testing Stage

After the exemplars from the training images have been ex-
tracted and appropriately stored, we can immediately use the
system to detect objects in new images. Without loss of gener-
ality we’ll limit ourselves in the following explanation to one
object (i.e. foreground) class. The methodology described
generalises in a straight forward fashion to multiple classes.

We extract the same type of features as before from the
test image. In order to classify each feature independently as
belonging to either foreground or background class, we re-
trieve its nearest neighbouring features from both the sets of
foreground and background features determined in the data
preparation stage. We then assign each feature to the class to
which it has the shortest distance, i.e. we use the image-to-
class distance paradigm. If the feature belongs to the back-
ground class, we skip it and continue with the next one. If,
however, the feature is assigned to the foreground class, we
load its corresponding exemplar from the database. The ex-
emplar then generates a hypothesis by scaling and translating
its reference box according to the current feature’s scale and
position. In other words, the exemplar votes for an object of
a specific size at a specific location in the image.

It’s important to stress a key difference between this code-
book-free exemplar model and ISM: while ISM is purely gen-
erative using a class-specific codebook, we use a discrimina-
tive setting on general features. Therefore, not all features



actually cast a vote, which allows us to use dense features.
Once all foreground features have cast their votes, we

have a large set of hypotheses. For any true object in the im-
age, we expect to find a large number of highly overlapping
hypotheses. We cluster the hypotheses using a single-link ag-
glomerative clustering that stops once the pairwise overlap
falls below a threshold θm. We consider the cluster with the
largest number of hypotheses as the most likely candidate for
a true detection. Therefore, we merge all the cluster’s hy-
potheses into a detection by averaging the bounding boxes.
Then we remove from the set of (unclustered) hypotheses all
the hypotheses that were merged into the detection as well as
all those that overlap to a certain degree θp with the detection
box. Afterwards we iterate this cluster-merge-prune proce-
dure until all hypotheses have been merged into detections.

In order to rank our detections, we need to define a con-
fidence score for hypotheses and detections. Let d+ be the
distance of a feature f to its nearest neighbour in the fore-
ground set and d− its distance to the nearest neighbour in the
background set. Then we can define the quality QH of a hy-
pothesis corresponding to f as the relative distance between
the neighbours (d− − d+)/d+. Note QH is non-negative by
construction, as only features with d+ ≤ d− may vote. The
larger QH the more confident we are that the assignment of
the feature to the foreground class is correct. It is important
to use relative distances instead of absolute distances in or-
der to avoid a dependency on the spread of the actual feature
distribution. On the other hand, we define the quality QD of
a detection as the number of hypotheses that are merged into
it. Then we rank our detections based on QD, while breaking
ties by secondary sorting on average hypothesis quality of all
merged hypotheses.

3. EXPERIMENTS

We evaluate our system on the TUDMotorbikes dataset [6]
which contains real-world images of motorbikes in different
environments. It consists of 153 training and 115 testing sam-
ples. We densely extract SIFT [8] descriptors with a stride of
8px and patch-sizes of 32x32, 48x48 and 64x64. For a ref-
erence experiment we also extract standard SIFT features at
difference-of-gaussians (DOG) interest points. We add addi-
tional background features extracted from non-object areas of
300 images of the PASCAL VOC 2007 dataset. For approxi-
mate nearest neighbour retrieval we use multi-probe LSH [5]
with a desired recall of 90% and 100 hash-tables. Then we
compute the exemplars from the objects in the training set.
Sensible class-independent default values for the merge pa-
rameters could be θp = 0 as each training image contains only
one single object and θm ∈ [0.7, 1.0], so that only closely
coinciding hypotheses are merged. We validated these as-
sumptions by a leave-one-out cross-validation on the train-
ing set, which resulted in best parameters θp = 0 and θm =
0.8. We follow the same evaluation criterion as in PASCAL
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Fig. 1: Precision-recall curves for motorbike detection on the
TUDMotorbikes dataset. The brown curve uses SIFT descrip-
tors at DOG interest points. The green curve uses dense SIFT
features and achieves 83.2% average precision and 84.1%
equal error rate. For comparison the curve of ISM is shown
in ochre. Please note that this curve has been extracted from
[7], i.e. the average precision of 81.8% is only approximate.

VOC which considers a detection as correct only if it overlaps
at least 50% with the groundtruth object (intersection over
union). Fig. 1 shows the resulting precision-recall graphs and
Fig. 2 depicts example detections. It is evident that the SIFT
features at interest points cannot capture enough information
about the objects. The densely sampled SIFT features on the
other hand perform much better.

For comparison we include a plot of the ISM performance
as shown in [6]. In terms of retrieval precision our system is
better. The first false positive in our ranked result comes only
after 52 true positives, while ISM retrieves much earlier more
false positives. Also in terms of equal error rate our system
(84.1%) outperforms ISM (81%). But at maximum recall ISM
is 6% better. However for desired recalls higher than 80% the
precision drops rapidly. It depends on the application whether
precision can be traded in for recall. For ranked retrieval,
like object search engines, it’s typically better to have very
precise, albeit small, result sets.

4. DISCUSSION AND CONCLUSION

In this paper we have proposed an object detection method
that utilises the same core principle as NBNN: no vector-quan-
tisation. However, it is important to stress that we did not
just drop it. Our method has been designed to exploit the
high specificity of the feature descriptors. Our system would
fail, if we’d simply substitute our raw features by their vector-
quantised counterparts. We require that each feature gives rise
to only one single exemplar. This ensures, that with a sim-
ple nearest neighbour decision rule, we can select a discrim-
inative set of feature-exemplar pairs to generate hypotheses
from. ISM and the exemplar based method of [4] on the other



(a) Good detections. The one false negative (top right) is due to the strict
pruning step. The training set contains only single objects per image, there-
fore our selected parameters do not generalise well to highly overlapping
objects.

(b) Not totally wrong detections. Some detections are considered wrong un-
der the evaluation criterion of 50% minimum overlap, while some truncated
objects were not annotated in the groundtruth.

(c) Wrong detections. In some cases background features resembling ob-
ject features cast too many coinciding hypotheses and cause a false positive
detection.

Fig. 2: Example detection results of the codebook-free exem-
plar model using dense SIFT. We chose the equal error rate as
operating point (cf. Fig. 1) and show all corresponding de-
tections in each image. Irrespective of the actual rank of the
detections, we simply colour-code correct detections in green
and wrong ones in red.

hand have to resort to much more complex mechanisms to
achieve this, like class-specific codebooks, probabilistic vot-
ing or clustering of exemplars. Our system is structurally very
simple and does not require a massive amount of training.
And yet, we achieve good performance in comparison to the
more complex ISM.

Furthermore, our approach extends nicely to more com-
plex object shapes. In ISM the dimensionality of the vot-
ing space soon becomes intractable with more complex object
shape parametrisations. For instance, in ISM the aspect ratio
of the boxes typically is fixed. But for our exemplar mod-
els arbitrary aspect ratios do not make any processing dif-
ference. Even more complex shapes can be handled by our
system with only minor impact on processing performance,
as long as an appropriate similarity measure can be defined.
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