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Example-Based Sketch Segmentation and Labeling
Using CRFs
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ESAT-PSI, KU Leuven iMinds MMT

We introduce a new approach for segmentation and label transfer in sketches
that substantially improves the state of the art. We build on successful tech-
niques to find how likely each segment is to belong to a label, and use a
Conditional Random Field to find the most probable global configuration.
Our method is trained fully on the sketch domain, such that it can handle
abstract sketches that are very far from 3D meshes. It also requires a small
quantity of annotated data, which makes it easily adaptable to new datasets.
The testing phase is completely automatic, and our performance is compara-
ble to state-of-the-art methods that require manual tuning and a considerable
amount of previous annotation [Huang et al. 2014].
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1. INTRODUCTION

The semantic understanding of sketches is a valuable element for the
creation of friendly interfaces. With the recent ubiquity of portable
devices such as tablets and smartphones, this task has received
increased attention from the research community. Also, as image
recognition algorithms get more powerful, we hope to reach the
stage at which the solutions for sketch understanding are applicable
in practice.

Most works in sketch understanding focus on categorization, that
is, given a sketch and a number of categories, define to which cate-
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gory the sketch belongs [Eitz et al. 2012a; Schneider and Tuytelaars
2014; Yang and Hospedales 2015]. The best techniques achieve
impressive recognition rates (≈80%) even for a large number of
categories. This is an important step and already a difficult problem,
but it gives us no information about how the parts of the drawing
are composed together to represent the object.

In this article, we assume that we know the category of the sketch;
our task is to decide which parts of the sketch correspond to each
part of the object. Having this more fine-grained information could
be useful for a variety of sketch-based interfaces [Xu et al. 2013,
2014] and as a feedback loop to make categorization more robust.

The problem of segmentation and labeling of sketches has been
recently addressed by Huang et al. [2014], who achieved impres-
sive results by creating correspondences between the sketch and a
3D model dataset. The main drawback of their technique is that
they need a set of already segmented and labeled 3D meshes that
correspond to the category of sketches they want to label. As such,
they cannot apply their method to spontaneously drawn, abstract
sketches. Even when these correpondences exist, it makes it cum-
bersome to train data for new datasets. Our method, instead, relies
on a small number of labeled sketches as input.

We adapt a successful technique introduced by Kalogerakis et al.
[2010] to segment and label 3D meshes to the sketch domain. First,
we model labeling and segmentation as a classification problem,
in which each segment is an object, and each label is a category.
We classify in a similar way as Schneider and Tuytelaars [2014]
and obtain state-of-the-art results. Then, we propose a heuristic
to encode the relations between different parts of the sketch as a
graph. This step is quite challenging, because there is not a trivial
way to know which strokes should be connected (except for simple
cases, such as intersecting ones). We use a Conditional Random
Field (CRF) to find the most likely configuration of labels. We
show that modeling the relations between segments can improve
labeling and segmentation in cases in which the unary classifier gets
confused.

Our method does not need extensive annotated data, which makes
it easily adaptable to new datasets. Performing the task entirely in
the sketch domain, we are also able to segment and label the type of
sketch that humans really draw, which are abstract and caricaturized,
and may differ very much from their 3D counterparts. Even when
tested in the dataset from Huang et al. [2014], our results outperform
the ones that they can achieve automatically, and are comparable to
their fully optimized algorithm, which requires manual tuning.

The main advantages of our technique are:

—Best fully automatic method to date and results comparable to
interactive techniques;

—An order of magnitude faster at test time than the current state of
the art;

—Small amount of preprocessed data needed and much simpler
implementation than existing methods;

—Applicability to a wider range of sketches, including those that
are very different from their 3D counterparts.
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The rest of this article is organized as follows. In Section 2, we
review related work. Section 3 introduces the unary classifiers that
we train for the different parts of the sketch. In Section 4, we discuss
the use of CRFs to encode the relations between the strokes of a
sketch. In Section 5, we explain the setup of our evaluation, and
Section 6 shows the results that we achieved. Section 7 goes briefly
over the applications and Section 8 discusses several limitations and
possible future work directions. Section 9 concludes the article.

2. RELATED WORK

We divide the discussion of previous work into three parts. First, we
review two areas that have great influence on our solution for sketch
segmentation: on one side, sketch categorization, on the other, seg-
mentation of images and 3D meshes using graphical models. After
we have set the context with these building blocks, we discuss ex-
isting work that addresses the exact problem we are trying to solve.

2.1 Sketch Classification

Current state-of-the-art techniques in sketch classification follow
closely developments in the area of image recognition. Eitz et al.
[2012a] were the first to address sketch classification for general ob-
jects: they created a benchmark of 250 categories, covering a wide
range of objects. Their sketch classification technique is based on
bag-of-visual-words [Csurka et al. 2004] without any spatial infor-
mation. Two works on the use of structural information of the sketch
followed: Cao et al. [2013], which introduced a symmetry-invariant
descriptor, but was not able to improve performance; and Li et al.
[2013], which achieved a significant improvement by using a star
graph to encode structure. Schneider and Tuytelaars [2014] further
improved classification accuracy by using Fisher Vectors instead of
Bag-of-Words, and spatial pyramids for encoding location informa-
tion. Most recently, Yang and Hospedales [2015] used a specially
tailored CNN architecture to push accuracy even further, surpassing
average human performance.

2.2 Segmentation Using Graphical Models

The use of Markov Random Fields (MRFs) in image processing
goes back to a seminal paper on restoration of images [Geman and
Geman 1984]. Many works followed, and a review can be found
in Li [2009]. One drawback of the simple application of MRFs in im-
ages is that MRFs encode relations only between immediate neigh-
bors. While the probabilities propagate in the graph, some relations
might also exist between more distant nodes. Later works propose
the use of hierarchical [Laferte et al. 1995] or multi-scale [Bouman
and Shapiro 1994] graphical models to address this issue.

MRFs model a joint distribution of inputs and outputs. For many
problems, we are more interested in the probability of an output
given some input. For this kind of query, it suffices to model the
conditional distribution of outputs given inputs. CRFs were intro-
duced [Lafferty et al. 2001] to address this issue. He et al. [2004]
propose a multiscale (CRF) model to deal with both problems.

More recently, Kalogerakis et al. [2010] applied graphical models
to the segmentation and labeling of 3D meshes. They use a Joint-
Boost classifier [Torralba et al. 2007] for the unary factors, and find
the global most probable configuration by optimizing over a CRF.
Our work is inspired by theirs. Differences from their method are
the features used, together with the whole definition of a graph for
sketches. They use the intrinsic connectivity present on 3D meshes.
Another related work is Ouyang and Davis [2009], which applies
the same type of idea to diagrams and structured sketches (like
circuit representations). Their task differs from ours in that they

are searching for more regularized symbols; thus, they can make
assumptions about the maximum area that a component will cover,
which is not possible in our setting.

2.3 Sketch Segmentation and Labeling

Only a small number of papers has been dedicated to performing
segmentation in freehand sketches. Noris et al. [2012] uses an MRF
to segment sketches, based on a small number of scribbles provided
by the user. Their work is less related to ours, since we want to
perform completely automatic segmentation and labeling.

Sun et al. [2012] segment sketches based on a million clip-art
images as knowledge base. Their task differs from ours in that
their algorithm is dedicated to extract objects from scenes, not parts
from objects. A significant limitation of their solution is that it is
dependent on the drawing sequence.

The work done by Huang et al. [2014] is the most related to
ours. They segment and label a sketch from a given category by
using a part-assembly approach: they match parts of the sketch to
parts of 3D meshes and perform a global optimization afterwards.
The main drawback is the need of a database of 3D meshes for
each category of sketches. This issue prevents the application of
their algorithm to sketches that are abstract and differ too much
from their 3D representations, for example, faces (see Figure 5).
Needing a dataset of shapes also makes it cumbersome to extend to
any dataset, even for cases in which these correspondences (mesh
to sketch) are reasonable.

3. UNARY CLASSIFIER

In the sketch segmentation problem, our goal is to give each stroke in
the sketch a label (see Figure 1). The first step of our algorithm is to
define, for each stroke individually, which label should be attributed
to it. We model this as a categorization problem in the stroke domain:
each possible label is a category, and we train a classifier to find the
scores for each stroke. Kalogerakis et al. [2010] use a JointBoost
classifier [Torralba et al. 2007] with a number of different features.
We build on the success of Fisher Vectors (FVs) [Sánchez et al.
2013] for sketch classification [Schneider and Tuytelaars 2014] and
adapt this technique to the stroke categorization step.

Before classifying the strokes, we segment them at points with a
high curvature. This step is necessary because a single stroke might
belong to two or more different labels. While it is not guaranteed
that this will always solve the issue, it is certainly the case that most
label changes in the same stroke occur at high curvature points. In
the rest of this article, we use stroke and segment interchangeably,
always referring to the segments we get after this step. We make
our resulting segments publicly available to allow comparison with
future work.

3.1 Segment Classification Using Fisher Vectors

Our unary classifier follows the same pipeline as Schneider and
Tuytelaars [2014] for the categorization of full sketches. We first
extract features from each stroke and estimate a GMM for the prob-
ability distribution of these features. Then, we encode the distance
between samples using FVs and use a linear SVM to generate a clas-
sification score. We use the same pipeline for the creation of FVs:
256 Gaussians, with mean and variance estimated using Expecta-
tion Maximization. The main difference lies in how we describe the
strokes.

The first characteristic that we want to capture in our stroke
descriptor is appearance. To do so, we extract SIFT descriptors
at every pixel of the stroke. That is different from what is done
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Fig. 1. Our method is able to learn from examples to provide accurate labeling of freehand sketches. The results in this figure were obtained in a fully
automatic manner, using a small training set of 15 to 20 labeled sketches for each category.

by Schneider and Tuytelaars [2014], who sample densely in the
image. We also use a smaller patch size: 8x8 grids, instead of
24x24. We do this to prevent capturing too much information from
nearby strokes.

For some subcategories of a sketch, the location of the stroke is
highly informative, for example, the hat of a snowman is usually on
the top of the image. One feature that can be used to encode this is
simply the x and y coordinates of each point of the stroke. We aug-
ment the descriptor of each SIFT with its coordinates, generating a
130-dimensional vector. It is important that both the SIFT descrip-
tor and the position are normalized so that one type of feature does
not outweigh the other. More specifically, the 128 dimensions of
the SIFT are normalized to sum to 1, and the x and y are normal-
ized to be between 0 and 1. The addition of this spatial information
significantly improved our results.

4. THE CRF MODEL

In Section 3, we defined the best label for each stroke independently.
This formulation already gives us state-of-the-art results, which we
discuss in Section 6, but completely ignores the relations between
segments. In this section, we will discuss how to use CRFs to encode
these relations, in order to find a configuration that is globally
optimal. In Section 4.1, we review briefly the theory of CRFs. The
application of this model to our problem is explained in Sections 4.2
and 4.3.

4.1 Conditional Random Fields

A CRF [Lafferty et al. 2001] is a good structure to describe proba-
bilities in a graph. It supports both local evidence, given by unary
potentials ψi , as well as potentials between pairs of nodes φij . It
follows closely from an MRF [Li 2009]; here, however, the factors
are conditioned on input features. The advantage is that we do not
need to model how the input features are distributed or depend on
each other. Since we want to find the probability of a labeling given
the observation (the stroke), this is the ideal setting for our problem.

Finding the optimal configuration, then, is equivalent to maxi-
mizing the following probability:

P (l|x, y) = 1

Z

∏
i

ψi(li |xi)
∏

i,j∈E

φij (li , lj |yij ), (1)

where li is the label of node i, xi are the input features related to that
node and yij are the input features related to the edge between nodes

i and j . Z is a normalization factor to ensure that the probabilities
are in the interval [0, 1].

In the context of segmentation, modeling an image as a CRF
allows the unary factor to account for the appearance of a patch,
whereas the pairwise potentials encode the context in which the
patch is embedded. For images, the connectivity graph is usually
defined by the adjacency of pixels or superpixels.

4.2 Graph Creation

In order to use CRFs in the sketch domain, we need a connectivity
graph. We define our graph, G = (V,E), where the vertices (V ) are
the strokes of the sketch and the edges (E) are the relations between
them. The biggest challenge that we have to solve is defining which
segments should be connected. While this information is readily
available in the topology of 3D meshes or by using superpixels
in 2D images, strokes are sparse pieces of geometry that do not
form a connected graph. Also, we do not want to encode low-
level proximity only; high-level information, such as which labels
are usually found enclosed by other categories (e.g., eyes inside a
face), can be helpful in determining the class of a stroke.

The first relation that we define is proximity. For this case, we
just go over the points along the stroke and check the minimum
distance to other strokes. If the distance is less than 3 pixels, we add
an edge between the two segments. Note that sketches have been
normalized to have dimensions 800 × 800.

The second relation that seems relevant is whether a stroke is
enclosed by another one, for example, eyes inside a face. The first
thing we need to extract from the sketch are which parts of it
correspond to regions. While at first sight this may seem trivial,
freehand sketches are highly varied, and strategies usually work for
some examples and fail for others. For example, the convex hull of
each stroke could be used to define a region, but it will fail when
the border is composed by several segments. Figure 2 shows some
examples of difficulties that we face when trying to divide a sketch
into regions.

In this work, we use the following heuristic, which seemed to
create meaningful graphs most of the time. First, we fill gaps by
connecting the endpoints ps of each stroke s to close-by points p,
if any exist. We define close-by as

distance(ps, p) < α × length(s), (2)
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Fig. 2. Segmenting a sketch in regions is not trivial. Big gap in connectivity,
face should actually be closed (left). Two different regions that have no
stroke separating them (middle). Region enclosed by a big number of strokes
(right).

Fig. 3. Finding regions for graph creation. From left to right: Original
sketch, connected sketch, regions found (with holes filled) and final regions
(in yellow) for graph creation (only regions that have at least one stroke
inside add edges to the graph).

where

α =
{

0.2, if p is the other end point of s
0.1, otherwise . (3)

We take care not to connect the endpoints to points geodesically
close in the same stroke (our strokes are ordered sets of points; thus,
this is trivial).

With this in place, we go through the rasterized image of our
now-connected sketch and find regions by flood fill. We dilate and
erode the resulting regions once, to remove thin strokes entering
the region. We also fill holes that are contained completely inside
the region. Note that holes are also regions. In Figure 3, the regions
formed by the nose, mouth, and buttons ultimately will not be
considered because they have no strokes inside, as we will discuss
next. If we take the example on Figure 4 (top right), on the other
hand, the internal contour of the wing (in green) is both a hole and
a region.

Once we have a region, we find which strokes are inside it and
which strokes compose its border. To be considered inside, a stroke
must have all its points inside the region; to be considered border,
at least 50% of its points have to lie on the border of the region.
To test whether a point is in the border of the region, we check its
4-neighborhood in the image: if there is at least one neighbor inside
and one neighbor outside the region, the point is considered to be
border.

We define two types of edges coming from these relations: inside-
outside and outside-outside. If there are no strokes inside a region,
we discard the region completely, that is, no edges are added to
the graph based on that region. Figure 4 shows four examples of
subgraphs for a sketch, with proximity edges, inside-outside and
outside-outside edges. Note that we have only one edge between a
pair of strokes. In the case of conflict, proximity takes precedence
over other types of edges. The contribution of each type of edge
will be validated in Section 6.

Our graph is not directed and there is symmetry in the inside-
outside relations, as can be seen in Figure 4. It is not possible to tell

Fig. 4. Four examples of subgraphs. We show only the nodes corresponding
to highlighted segments, to avoid clutter. Proximity edges are shown in
orange, inside-outside edges are shown in blue, outside-outside in purple.
Illustrative only.

which node is inside by only looking at the graph. That is the reason
why we added outside-outside edges. These relations can help our
graphical model to learn, for example, that eyes are inside a face,
and not the contrary.

4.3 CRFs for Sketch Segmentation and Labeling

In Section 3, we calculated a score for the compatibility of each
stroke with a given category label. For our CRF, we want to calculate
the factor ψi(li |xi) for each node, such that ψi ∝ P (li | xi), the
probability that a stroke has the label l given the features xi that
describe it. We convert the raw output score of each SVM into a
probabilistic output by using Platt’s scaling [Platt 1999]. We use
the implementation provided in this article to train the parameters
of the sigmoid function.

For the pairwise factors, our feature yij is simply the type of edge:
proximity, inside-outside, outside-outside. For each of these cases,
we define an n × n symmetric matrix L, where n is the number
of possible labels. For the proximity and outside-outside cases, the
matrix L only has two values: the probability that an edge connects
nodes with the same label, in the diagonal, and the probability that
it connects different labels otherwise. For the inside-outside matrix,
we calculate for all pairs of categories the probability that they have
an inside-outside edge. The probabilities are calculated by counting
on the training set. Thefactors φij are simply the elements Lij of the
matrix corresponding to yij .

One fundamental note is that we downweight the influence of
inside-outside edges to only 10%. We do this by setting Lij =
0.45+0.1×Lij . Without this, this type of edge takes over the whole
graph, because it has much bigger differences in probabilities than
the other two. With these factors in place, we try to find the globally
optimal configuration with iterated conditional mode [Besag 1986].
We use the implementation from Schmidt [2015].

5. EVALUATION DATASETS

We test our technique in two benchmarks, which represent very
different types of sketches. We believe that our success in both of
them shows the merit of our method.

In the first dataset, introduced by Huang et al. [2014], the sketches
follow somewhat closely from the 3D representation of the object.
Using this benchmark, we are able to compare to existing techniques
and demonstrate how our approach achieves good results even in
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Fig. 5. Examples of sketches from two different datasets. Huang et al.
[2014], in blue, has more realistic, less abstract sketches, while [Eitz et al.
2012a], in orange, represents more accurately what users really draw.

cases in which 3D-based methods would intuitively be more suc-
cessful. The second dataset consists of a subset from the general
sketch classification dataset from TU-Berlin [Eitz et al. 2012a],
augmented with labels. The examples in this dataset represent what
users really sketch when drawing freely. The level of abstraction
and caricaturization of these drawings would make it difficult to
transfer the labeling information from a 3D mesh.

Figure 5 shows some examples of drawings found in the two
datasets. We discuss both experiments in more detail later.

We preprocessed the datasets from Huang et al. [2014] and Eitz
et al. [2012a] to use a common format, which is simpler than the
existing ones. We will make both modified datasets available. This
is an implementation detail and should not affect the results.

5.1 Huang et al. Dataset

This dataset was introduced by Huang et al. [2014], and consists of
10 classes with 30 drawings each (we removed the last 2 examples
from their class lamp, which had 32 sketches, to simplify scripting).
Their examples were created by users copying an image, thus are
much more realistic representations than the usual sketches.

In Huang et al. [2014], they consider that each sketch has many
possible ground truths. We, instead, select one ground truth for
each sketch. This is necessary because we use the ground truth in
the training phase. When testing, we use the same labeling. We
selected this in a systematic manner, as will be explained later.
We also make this ground truth available. Note that Huang et al.
[2014] compare against all possible ground truths and report the
best result; by using their evaluation method, our results could only
be improved.

Selecting the ground truth. To create a single ground truth for
each sketch, we went through each connected pair of points that
form a segment, and checked whether it belonged to more than one
label. If this was the case, we kept this segment only in the longest
component. The other overlapping components were split, such that
the segment was removed.

To perform our labeling, we divide the dataset in 3 subsets, each
containing 10 examples, for which two will be used for training and
one for testing.

5.2 Subset of TU-Berlin Dataset

The TU-Berlin dataset was introduced by Eitz et al. [2012a] to
provide further understanding at how humans sketch objects. Their
goal was to include many objects that we encounter in our daily
lives and to have enough samples to model how users draw them.
In that sense, this is a very good benchmark to use when targeting
friendly interfaces, because it captures what lay users would draw

Table I. Accuracy (%) on Huang Dataset,
Using the Pixel Metric

Huang Huang-A App Spt App+Spt CRF
Airplane 82.4 74.0 52.3 38.1 54.5 55.1
Bicycle 78.2 72.6 74.3 51.3 78.7 79.7
Cdlbrm 72.7 59.0 59.1 49.0 71.7 72.0
Chair 76.5 52.6 56.3 42.7 65.0 66.5
Fourleg 80.2 77.9 74.6 58.6 81.3 81.5
Human 79.1 62.5 51.9 54.6 68.2 69.7
Lamp 92.1 82.5 69.3 69.3 84.5 82.9
Rifle 75.9 66.9 59.0 39.7 66.0 67.8
Table 79.1 67.9 66.0 56.2 77.0 74.5
Vase 71.9 63.2 70.6 61.9 82.2 83.3
Average 78.8 67.9 63.3 52.1 72.9 73.2
Note: Best automatic results are in boldface.

(see a discussion of the problems with the dataset in Schneider and
Tuytelaars [2014]).

To test the applicability of our method to this very general and
abstract dataset, we selected a small number of classes and manu-
ally annotated them with labels. The classes that we selected were
airplane, butterfly, face, flower with stem, pineapple, and snow-
man. These classes were chosen at random, with the goal of cov-
ering different levels of difficulty. We selected the first 20 samples
from each class, and cleaned them up to remove parts that were not
corresponding to any of the labels that we chose.

In this experiment, we subdivided the dataset into 4 subsets, each
containing 5 examples. Three of the subsets were used for training
and one for testing.

6. RESULTS AND DISCUSSION

We will now show some results that we achieved with our technique.
Following Huang et al. [2014], we use two metrics to evaluate
our accuracy: the Pixel metric, which evaluates the percentage of
the length of the sketch that is correctly labeled, favoring correct
assignment of bigger strokes; and the Component metric, which
evaluates the percentage of correctly labeled segments.

6.1 Performance

Our training data is relatively easy to create; given a sketch, it took us
in the order of minutes to label it using Inkscape. The time depends
on how well the different components of the sketch are separated. If
a single stroke belongs to many different components, more work
is needed to break it down. Of course, if we had to generate new
sketches, that time would be increased.

Automatically training the model for one class takes several
hours, but it has to be done only once. Testing a sketch takes
on average 2 to 3 minutes in our highly unoptimized MATLAB
implementation. Huang et al. [2014] report a 30-minute global op-
timization step followed by a 10-minute local optimization.

6.2 First Experiment: Unary Classifier + Proximity

The first test that we do is on the unary classifier. As expected,
it shows that combining appearance (App) and spatial information
(Spt) gives the better results (see Tables I and II). This already
outperforms the best existing automatic method (Huang-A) [Huang
et al. 2014] with a much simpler algorithm.

Applying the CRF using only proximity edges improves the re-
sults further for almost all categories. On average, we perform over
5% better than state of the art using the Pixel metric. The comparison
using the Pixel metric is more reliable, because we do not neces-
sarily split the strokes in segments in the same way as Huang et al.
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Table II. Accuracy (%) on Huang Dataset,
Using the Component Metric

Huang Huang-A App Spt App+Spt CRF
Airplane 66.2 55.8 43.5 33.7 47.9 48.7
Bicycle 66.4 58.3 59.9 38.1 65.7 68.6
Cdlbrm 56.7 47.1 54.6 44.1 63.6 66.2
Chair 63.1 52.6 52.5 37.9 60.3 61.6
Fourleg 67.2 64.4 66.9 49.6 74.6 74.2
Human 64.0 47.2 46.1 48.5 60.1 63.1
Lamp 89.3 77.6 60.8 63.9 75.1 77.2
Rifle 62.2 51.5 53.2 36.3 61.7 65.1
Table 69.0 56.7 53.3 47.8 65.8 65.6
Vase 63.1 51.8 65.8 54.4 77.4 79.1
Average 66.7 55.3 55.7 45.4 65.2 67.0
Note: Best automatic results are in boldface.

Table III. Accuracy (%) on the Dataset from Eitz,
Using the Pixel Metric

Appearance Spatial
Appearance

+Spatial CRF
Airplane 67.7 54.3 72.7 74.6
Butterfly 71.4 58.7 77.6 77.7
Face 73.1 75.0 83.2 88.9
Flower with Stem 68.8 59.3 78.1 74.5
Pineapple 85.8 95.5 96.5 96.9
Snowman 72.9 63.5 83.2 85.2
Average 73.3 67.7 81.9 83.0
Note: Best results are in boldface.

Table IV. Accuracy (%) on the Dataset from Eitz,
Using the Component Metric

Appearance Spatial
Appearance

+Spatial CRF
Airplane 68.6 53.2 72.3 76.2
Butterfly 66.0 50.7 72.8 78.0
Face 65.9 70.7 78.6 86.0
Flower with
Stem

63.1 56.3 73.1 73.0

Pineapple 82.0 93.7 94.9 96.1
Snowman 65.7 56.5 78.2 81.7
Average 68.5 63.5 78.3 81.8
Note: Best results are in boldface.

[2014]. They do not provide the exact algorithm in their dataset. We
also show the results of their complete, not-fully-automatic method
(Huang), to demonstrate how close we are even to existing methods
that rely on manual tuning. (Huang et al. [2014] requires that the
user align a mesh to one’s sketch; while this may not seem to be a
huge amount of work, it has to be done on the test sketch, which
greatly reduces practical applicability.)

The results in the dataset that we augmented from Eitz et al.
[2012a] are shown in Table III for the Pixel metric and in Table IV
for the Component metric.

6.3 Second Experiment: Influence of Edge Types

In Section 4.2, we defined three types of relations between strokes.
We want to validate the importance of each of these relations in
improving labeling accuracy. Here, we use only our best performing
unary classifier (App+Spatial). For this experiment, we will focus
solely on the dataset from Eitz. These sketches represent more
faithfully what users really sketch, instead of following from 3D
counterparts. Also, because Huang’s dataset is so closely related to
3D meshes, their strokes are mostly silhouettes. As such, they do not
really have inside-outside relations, which means that these edges

Fig. 6. The dataset from Huang et al. [2014] follows closely from 3D
meshes, such that most inside-outside relations are provoked by noise. While
this also happens in other datasets, here, it is almost by definition the case
(see Figure 4 for color coding).

Fig. 7. Airplanes labeled without inside-outside edges; there’s no infor-
mation that windows should be inside body, which would help to clear
confusion between body and wings (left). Faces labeled with inside-outside
edges; because eyes usually have lots of strokes, there’s a high probability
that an inside-outside edge will be eye–head (see Figure 1 for color coding).

are usually inserted by noise (see Figure 6). For completeness, we
added these results to the supplementary material.

We evaluate all combinations of edge types, for example, using
all of them (Prox-InOut-OutOut) or just inside-outside (InOut). Our
results can be seen in Tables V and VI.

Note that all results are, on average, better than not using a graph.
Since these sketches represent very different classes, sometimes a
type of edge has a different influence in one class than it has on
the other. For example, inside-outside edges are very important for
airplanes, such that we identify that windows are most likely inside
body. The same type of edge can be harmful for the faces: all face
features are inside the head, such that having a higher weight for one
of them is often misleading. Figure 7 shows somes cases in which
the same type of edge might be helpful or not. We believe that these
results highlight how challenging it is to define relations between
segments that are meaningful for all categories of sketches.

6.4 Third Experiment: Data-Driven Choice
of Edge Types

Based on the results that we achieved for different configurations of
edges, we performed one last experiment. From the 3 sets that we
have for training, we select 2 to train our unary classifiers. Then,
we test every edge configuration of our CRF on the third, and get
the values that perform best (according to the Pixel metric). We run
this three times (one for each set being taken as validation set), and
get the most voted configuration for each edge (on or off).

Once we have chosen the best configuration of edge types for
the class, we use the unary probabilities from training on the three
training subsets in our CRF. We show the results that we achieved
on the rightmost column of Tables V and VI.

6.5 Fourth Experiment: Effect of Training Size

We performed one experiment to investigate the effect of annotating
more or less sketches. We use our best-performing algorithms for
each dataset: CRF+Validation for the Eitz dataset, and CRF with
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Table V. Influence of Different Edges on Accuracy (%); Eitz Dataset, Using the Pixel Metric
NoGraph Prox InOut OutOut Prox-InOut InOut-OutOut Prox-OutOut Prox-InOut-OutOut Validation

Airplane 72.7 74.6 77.7 70.9 77.6 76.4 73.5 77.8 77.6
Butterfly 77.6 77.7 78.3 76.4 78.7 77.0 75.8 77.4 78.8
Face 83.2 88.9 83.3 86.5 84.3 84.5 90.3 85.1 88.3
Flower with Stem 78.1 74.5 78.6 78.4 74.0 78.4 75.1 74.3 78.3
Pineapple 96.5 96.9 96.4 96.5 96.6 96.6 96.6 97.1 96.2
Snowman 83.2 85.2 84.2 83.3 84.9 82.6 84.9 83.9 85.3
Average 81.9 83.0 83.1 82.0 82.7 82.6 82.7 82.6 84.1
Note: Best results are boldfaced.

Table VI. Influence of Different Edges on Accuracy (%); Eitz Dataset, Using the Component Metric
NoGraph Prox InOut OutOut Prox-InOut InOut-OutOut Prox-OutOut Prox-InOut-OutOut Validation

Airplane 72.3 76.2 76.6 71.8 78.5 75.3 75.0 78.6 78.3
Butterfly 72.8 78.0 74.4 73.1 79.5 75.1 77.6 79.3 78.6
Face 78.6 86.0 78.1 81.4 79.4 79.3 86.7 80.1 84.2
Flower with Stem 73.1 73.0 73.8 73.9 73.4 74.5 73.5 73.8 73.7
Pineapple 94.9 96.1 94.5 94.7 96.0 94.7 96.4 96.5 96.0
Snowman 78.2 81.7 79.7 79.2 81.7 79.5 82.0 81.0 81.8
Average 78.3 81.8 79.5 79.0 81.4 79.7 81.9 81.5 82.1
Note: Best results are boldfaced.

Fig. 8. Effect of number of training samples on the dataset that we aug-
mented from Eitz et al. [2012a].

proximity edges for the dataset from Huang. To follow the exact
same pipeline as before, we just change the size of the subsets that
we were using. In the dataset from Eitz, this means that we are
varying the subset size from 1 to 5 (training size from 3 to 15; see
Figure 8). In Huang’s dataset, we change the subset size from 1 to
10 (training size from 2 to 20; see Figure 9).

Note that having more training samples is helpful, but seems to
reach a limit as we approach the number of samples that we used,
especially for Huang’s dataset. For the dataset that we augmented
from Eitz et al. [2012b], it seems that annotating more data would
help improve accuracy further. These results are expected, since
more intravariability of classes makes models harder to learn. Note
that, for pineapple, which is a quite homogeneous class, we achieve
close-to-best performance with a very small training set.

6.6 Fifth Experiment: Performance
in Uncleaned Data

Based on the method that we developed, we do not know a good
way to train a no-label category. There are several difficulties: first,
strokes are a very restricted domain. If we train a huge no-label

Fig. 9. Effect of number training samples on the dataset from Huang et al.
[2014].

class with many strokes coming from all possible categories, we
will include the legs of a cow in the negative set, when we are
searching for the legs of a horse. If our negative set is big enough,
it is likely that there will be a stroke in it that is closer to the one we
are testing than any of the ones in our restricted positive set. Second,
we lose the advantage of a discriminative approach: a classifier can
be very confident that this is a leg, given that the alternatives are
head, body, and tail, but still not know if it should be labeled or not.
Finally, there is the spatial information that we add to our descriptor,
which does not really make sense in a no-label category.

Nevertheless, it is important to evaluate the performance of our
algorithm in a real-world setting. Therefore, we evaluate our method
using uncleaned data for testing. While strokes that have no label
will always be misclassified, we still achieve good results for the
categories that are labeled, resulting in an overall satisfactory accu-
racy (see Table VII). We show the best results for clean data again
here, to facilitate comparison. We added some result examples in
Figure 10.

For some classes, having uncleaned data will hurt the results more
than for others. The reason is obvious: pineapple is a much more
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Table VII. Accuracy (%) on the Uncleaned Dataset
from Eitz, Using Pixel Metric

Clean data Unary CRF + Validation
Airplane 77.6 70.1 74.5
Butterfly 78.8 77.6 78.8
Face 88.3 75.4 75.6
Flower with Stem 78.3 77.8 77.8
Pineapple 96.2 96.5 96.2
Snowman 85.4 77.9 80.0
Average 84.1 79.2 80.5

Fig. 10. Labeling uncleaned data. We do not have a category for broom-
stick, hair, or turbine; thus, these strokes cannot be correctly classified, but
the overall accuracy is still satisfactory (see Figure 1 for color coding).

homogeneous class than face, which leads to a majority of strokes,
if not all, being covered by the standard labels.

7. APPLICATIONS

A variety of sketch-based applications can benefit from our results.
For example, with a fully labeled and segmented sketch, it is possible
to directly construct a 3D model by part assembly [Shin and Igarashi
2007; Lee and Funkhouser 2008]. Without labels, the best way to
go from a sketch to a mesh directly is sketch-based retrieval [Eitz
et al. 2012b], which, of course, is not customized to the exact user
sketch.

On a different note, some interesting work in generating 3D
views from 2D sketches [Rivers et al. 2010; Furusawa et al. 2014]
could profit from segmentation. Adding automatic labeling to these
methods would make it possible to directly generate novel views
of something you just sketched. We also envision that animation
transfer and customization of sketches would be applications of our
work.

Finally, we believe that this kind of deeper understanding of the
sketch could help the categorization task. For example, finding the
class of sketches rotated in unusual ways can pose a challenge,
but complete invariance to location usually decreases classifica-
tion performance [Schneider and Tuytelaars 2014]. Knowing the
labels of specific parts of the sketch could help align it in a more
categorization-optimized way.

8. LIMITATIONS AND FUTURE WORK

Our work has a number of directions for further improvement. A
severe limitation for further experiments is the lack of annotated
data. As we show in Section 6, the performance of different edges
varies depending on which class is being used. Expanding the set
of classes could deeply improve this analysis. Also, we fixed the
weights for each type of edge, and used validation only to decide
between on and off. Having more labeled examples for each class
could help tuning these parameters in a finer way without causing
overfitting.

A second restriction is the impossibility of labeling strokes as
not belonging to any of the categories, as discussed in Section 6.6.
Additional training data would help reduce this problem, but the

ideal solution would still give the algorithm this possibility. One
idea would be to build on the confidence of our classifier, though
some less trivial strategy might be needed on the CRF inference
stage.

An additional path to be explored is improving the extraction of
inside-outside relations from the sketch. While the results that we
achieved are good, these kinds of edges are often not representative
of the real relations in the category. The problem shown in Figure 2
(middle), for example, is not treated by our method.

Finally, our pairwise features yij are extremely simple. We per-
formed some initial tests following the same reasoning as Kaloger-
akis et al. [2010], defining features also between edges such as angle
at intersection point, length, and so on, and using a classifier to find
the score. These results were not satisfactory, but we believe that
there is much to be gained by a more careful investigation in this
direction.

9. CONCLUSIONS

We introduced a new technique for sketch segmentation and label-
ing. Our method significantly improves over the state of the art,
achieving more than 5% improvement over the best automated ex-
isting technique, with a much simpler implementation.

We also reduce significantly the amount of annotation needed for
training. Removing the necessity of a shape database simplifies the
extension for different datasets, to the point of allowing tasks that
would be unfeasible otherwise.

Finally, our algorithm allows automatic segmentation of sketches
that are very different from their 3D/image counterparts. Since this
is the case for many sketches drawn by lay people [Eitz et al.
2012a], we greatly increase the practical applicability of this sort of
technique.
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