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This paper presents an integrated solution for the problem of detecting, tracking and identifying vehicles
in a tunnel surveillance application, taking into account practical constraints including real-time opera-
tion, poor imaging conditions, and a decentralized architecture. Vehicles are followed through the tunnel
by a network of non-overlapping cameras. They are detected and tracked in each camera and then iden-
tified, i.e. matched to any of the vehicles detected in the previous camera (s). To limit the computational
load, we propose to reuse the same set of Haar-features for each of these steps. For the detection, we use
an AdaBoost cascade. Here we introduce a composite confidence score, integrating information from all
stages of the cascade. A subset of the features used for detection is then selected, optimizing for the iden-
tification problem. This results in a compact binary ‘vehicle fingerprint’, requiring minimal bandwidth.

Finally, we show that the same subset of features can also be used effectively for tracking. This
Haar-features based ‘tracking-by-identification’ yields surprisingly good results on standard datasets,
without the need to update the model online. The general multi-camera framework is validated using
three tunnel surveillance videos.

� 2012 Elsevier Inc. All rights reserved.
1. Introduction

This paper addresses the problem of detecting, tracking, and
identifying objects using multiple cameras with non-overlapping
views, as illustrated in Fig. 1. The motivation for this work lies in
its application for tunnel security and surveillance, a topic that
has gained importance recently after a number of serious tunnel
incidents. Indeed, given the confined environment, a traffic acci-
dent in a tunnel can quickly escalate into a major catastrophe.
Therefore, ensuring an adequate and quick response in emergency
situations is of utmost importance. In this context, access to correct
and precise information of what is going on in the tunnel is key.

In particular, knowing the precise location of each vehicle in
realtime significantly facilitates the coordination of an intervention
or rescue operation. Ideally, a tunnel operator should be able to fol-
low each individual vehicle (including cars, buses, motorbikes and
especially trucks) throughout the tunnel in realtime.

Almost all of today’s tunnels are already equipped with video
surveillance systems – sometimes consisting of up to a hundred
ll rights reserved.
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cameras. However, a complete and reliable observation of this
video material by human operators is a boring and difficult
task – not to mention the labor cost. At a crisis situation, informa-
tion should be available instantly and in a concise, ready-to-use
format. Therefore, algorithms for automatic video surveillance ana-
lyzing the incoming video streams are essential. Here we propose
one such system, that adds a label to each vehicle entering the
tunnel and keeps track of its location throughout the tunnel in
realtime. This system can deal with non-overlapping cameras
and therefore can be used in combination with existing tunnel sur-
veillance hardware without the need for adaptations.

Tunnel surveillance is a particularly challenging task. One
important issue is the difficult illumination conditions usually
found in tubular passages with artificial illumination [1,2]. Also,
the image quality of typical surveillance cameras is often relatively
poor, with limited resolution, interlacing effects, motion blur and
compression artifacts being common phenomena. This makes it
difficult to find informative features in the scene. Color, the most
widely used feature in traffic applications, is not reliable in tunnels
since the artificial lighting affects the obtained colors of objects.
Texture information is also very limited, again due to poor illumi-
nation conditions, but also because of the low resolution of surveil-
lance cameras (see, e.g. the lack of detail on the vehicles shown in
Fig. 2). Motion information can be used reliably for detection and
tracking, but only if the traffic has not come to a stand-still, if
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Fig. 1. Multi-camera system in a tunnel surveillance application. Nowadays most tunnels are equipped with multiple surveillance cameras. Our goal is to use these to keep
track of the vehicles through the tunnel.
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vehicles are not too close to each other, and if the road surface is
not too reflective (reflecting the headlights over a long range which
is often the case in tunnels). Moreover, it cannot be used for match-
ing the vehicles between different non-overlapping cameras (also
referred to as multi-camera tracking), which is one of the main
goals of this paper. Here, we investigate the use of appearance-
based cues extracted in the form of Haar-features relative to a
given detection window. These have been used successfully for
vehicle detection in the past. We show they are well suited for
tracking and identification as well. Motion information can then
be integrated as complementary information to improve the global
performance of the multi-camera tracking system (see Section 6).

Vehicle detection, tracking and matching are often addressed
separately, as consecutive steps. In this paper, we show how these
tasks can work together in an optimal way, reusing the same set of
features so as to limit the computational overhead. Ideally,
detection and tracking should be done on or near the camera using
embedded hardware. This means we are on a tight budget as far as
computing power is concerned. Another issue is the communica-
tion between the cameras and the central server. To limit the band-
width consumption, we only send a compact, binary ‘fingerprint’ of
Fig. 2. Typical low quality images of vehicle
each vehicle over the network. Finally, the camera system should
work with existing surveillance cameras and not require heavy
callibration or parameter tuning for each setup separately (‘plug
and play’ being the ideal).

The main contributions of this paper can be summarized as fol-
lows: (1) We show it is possible to build a system for integrated
vehicle detection, tracking, and identification for tunnel surveil-
lance following vehicles over multiple cameras throughout the
tunnel using existing hardware; (2) We show this can be done effi-
ciently by reusing the same set of features for all three steps; (3)
For the detection, we introduce a novel composite confidence
score, integrating information from all stages of the detection cas-
cade; (4) For the identification, we propose a compact, binary vehi-
cle ‘fingerprint’ that can be used for vehicle matching across
cameras; and (5) Finally we introduce Haar features based ‘track-
ing-by-identification’, in analogy to ‘tracking-by-detection’. This
scheme allows taking the specific appearance of the object being
tracked into account, without the need to update a model online.

The remainder of this paper is organized as follows. First, we
briefly describe related work. Then, Section 3 explains our object
detection scheme, with special attention for the composite
s in the tunnel surveillance application.
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confidence score computation. Section 4 describes the computa-
tion of a vehicle fingerprint and how it can be used for vehicle
matching. Next, in Section 5, the same features are used for track-
ing. Section 6 describes the integrated system, Section 7 describes
our dataset and the experimental results, and Section 8 concludes
the paper. A shorter version of this work was presented in [6].
2. Related work

Only few works have addressed the problem of detecting,
matching and tracking vehicles in tunnel surveillance. In [7],
Pflugfelder et al. present a feasibility study about automatic or
semi-automatic video image analysis in tunnel environments and
highlight the importance of developing such systems. They mainly
describe the requirements and suggest how to evaluate such sys-
tems. However, they only focus on hardware technical details
and do not evaluate algorithms. In [8], the same authors compare
various image analysis methods for robust object detection, track-
ing and incident detection using different types of cameras, image
format and view angles/size of the objects to be detected, with the
aim to select appropriate configurations to improve results, but
they do not propose any integrated method for tunnel surveillance.

Sharing of features has received a lot of attention in the context
of multi-class object recognition (e.g. [9–11]). The reuse of features
across different tasks, on the other hand, is less studied. Probably
most related to our work is the work of Yuan and Sclaroff [12].
They show that features boosted during cascade training for object
detection are not only good for detection, but can also be used as a
filter for the subsequent task of within foreground object classifica-
tion. The selected weak classifiers can be shown to be random
bipartitioning hyperplanes following the definition of hashing
functions in Locality Sensitive Hashing [13]. As such, they can be
used to construct a Hamming distance, approximating nearest
neighbor search in the Euclidean feature space. Yuan and Sclaroff
use this Hamming distance to quickly select a few candidate clas-
ses, which are then further evaluated with a more complex classi-
fier. Here, we use the same Hamming distance for object matching,
as well as for object tracking, albeit not in a filter-and-refine
framework.

Our vehicle fingerprint, on the other hand, is similar to the
smallcodes proposed by [14] in the context of very large scale im-
age retrieval and classification, where a method is proposed to
learn an offline compact binary code from a gist image descriptor
to later use hamming distance for very fast image retrieval. In
our approach, we select a compact binary representation of a vehi-
cle, to match it to its correspondent vehicle in later cameras, but
instead of the gist descriptor, we re-used a subset of the already
computed Haar features which are optimized offline. We create a
binary string from a vehicle window, and then use it for match-
ing/identification.

Another method for multi-camera matching was proposed re-
cently in [15]. They propose a method using vehicle signatures
composed of radon transform like projection profiles of the vehicle
window. Their method uses a small amount of bandwidth to send
the signatures to a central server in order to match the images, and
the signatures are computed efficiently by accumulation of pixel
values in different directions. However, the authors do not show
how to integrate efficiently their method together with the other
steps. Besides, our proposed method reduces the amount of data
to be sent even more (we send a binary string of 100 bits), and uses
only pre-computed features to obtain the vehicle fingerprint/
signature.

In terms of multi-camera re-identification some work has been
done in the context of multi-camera person tracking. In [16], a
person re-identification scheme for multi-camera surveillance
systems is presented and evaluated. They rely on the matching of
signatures based on interest point descriptors collected from short
video sequences. Their method accumulates interest points on sev-
eral ‘sufficiently’ time–spaced images during person tracking with-
in each camera. They report efficiency of about 150 ms to match a
person in a group of 16, but the size of each descriptor is too big to
be sent in our tunnel surveillance application. In [17] another
method for multi-camera person identification is presented. They
use an implicit shape model for detection, and SIFT features for
person re-identification. In their proposal, high-dimensional SIFT
feature models are compared. As for multi-camera matching of
vehicles, simple schemes based on heuristics related to the kine-
matics such as average vehicle speed together with inter-camera
distances have been used in the past [1]. This, however, is not very
reliable since the speed of vehicles can vary a lot over time.

In the context of tracking, tracking-by-detection [18] has be-
come popular recently, since it can recover from errors and tempo-
ral occlusions and it is not affected by drift. On the downside, it
does not adapt to the object being tracked, as opposed to appear-
ance-based trackers that can exploit the specific appearance of
both the object and the background. Recently, several online clas-
sifier-based tracking methods have been proposed, that refine their
model during tracking [3–5]. However, these require extra compu-
tation time and make the tracking a more complex task. The track-
ing-by-identification we propose is a way to incorporate instance-
specific information in the tracking process, without the need to
update a model online.
3. Detection – the composite confidence score

The poor illumination conditions in tunnels and low quality
images turn the vehicle detection task into a challenge. On the other
hand, the background is usually relatively simple, with limited clut-
ter and variation (apart from reflections). As a consequence, a stan-
dard Viola and Jones detector [19] already performs reasonably
well. This consists of a cascade of strong classifiers, each of which
is a combination of several weak classifiers selected using the Ada-
Boost algorithm [20]. Using a cascade ensures that most background
samples are rejected at early stages with minimal computational
effort. At each stage, we aim at rejecting 50% of the background sam-
ples while keeping 99.9% of the positive samples. Weak classifiers
are based on thresholded Haar-features. These can be computed
with integral images, as proposed by Viola and Jones, which results
in fast computation of the features independent of the scale of the
window being evaluated.

To create the cascade, for each stage a strong classifier is con-
structed based on many Haar features

HiðxÞ ¼
Xni

t¼1

aithitðxÞ ð1Þ

with Hi(x) the strong classifier at the ith stage of the cascade, hit(x) a
weak classifier, ni is the number of weak classifiers and ait the
weight assigned by the AdaBoost algorithm. Normally with a
threshold h = 0, if H(x) < h, the sample is classified as background,
while H(x) P h indicates a vehicle. However, for the cascade
scheme, h is tuned so that it lets sub-windows classified as back-
ground pass to the next stages of the cascade (negative H(x) are con-
sidered also vehicles), so as to ensure that almost all positives make
it to the next stage.

In our experiments, we found that keeping track of the local
output scores Hi(x) of each stage, and adding them together in a
composite confidence score G (as for Global) gives better results than
the standard strategy of only looking at the score of the last stage
[19]. We define G as:



Fig. 3. The poor quality of the cameras and hard imaging conditions make vehicle identification in tunnels a difficult task, as illustrated by these five example cars recorded by
three different cameras in the same tunnel.
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G ¼ 1
S

XT

i¼1

HiðxÞ ð2Þ

where T is the number of stages of the cascade, and S is defined as:

S ¼
XT

i¼1

Xni

t¼1

jaitj ð3Þ

The variable S is a normalization factor of all the weights of the
cascade, which can be considered as the global maximum response
possible, therefore �1 6 G 6 1. The score G can be seen as a way of
relaxing the hard decisions made at each stage, in a similar way to
a soft cascade [21] and a nested cascade [22], distinguishing be-
tween those samples that were ‘just good enough’ versus those
in which the classifier was ‘very confident’. The computation of this
score is straight forward and it does not need further re-weighting
of each stage, since its value depends already on the number of
classifiers of the stage itself. Starting from all sub-windows that
successfully get to the end of the cascade, we then select the final
detections by thresholding the score G and applying Non-Maximal
Suppression.

Additionally, in the experiments we use the variance of a
sub-window as a pre-filter before detection. We observed that
sub-windows containing vehicles typically have a relatively large
variance whereas the variance of most background tunnel
sub-windows is low. We use this information to speed up the
detection by dropping sub-windows with very low variance before
the cascade detection. The same variance is also used to variance-
normalize the window prior to detection, yielding better robust-
ness to changes in the lighting conditions.

4. Matching – the vehicle fingerprint

4.1. Vehicle fingerprint

Matching of vehicles over different cameras in a tunnel surveil-
lance application is challenging, as illustrated by the examples of
vehicles extracted from our dataset in Fig. 3. First, the detection
windows are not perfectly aligned with the vehicles. Moreover,
changes in object pose or illumination, (inter) reflections, interlac-
ing effects and motion blur may affect the vehicle’s appearance as
well.

As a result, features typically used for object recognition, such as
color, local features, edges or PCA-projections have limited success
in tunnel applications. Color is not reliable. Matching of invariant lo-
cal features (such as SIFT [23] or SURF [24]) is computationally
demanding and the number of features found in low resolution
images is insufficient. Edges are difficult to extract and sensitive
to motion blur and interlacing. PCA-projections do not generalize
well over the different cameras.

Here, we investigate the use of the same Haar features selected
from the pool of weak classifiers by the detection cascade. Reusing
the features of the detection step avoids wasting time on the com-
putation of new features. Moreover, [12] has shown that these fea-
tures lend themselves well as Hamming embedding for
approximating Euclidean distance. This gives a binary descriptor,
which can be sent to the central server without any bandwidth is-
sues. We experiment with both the standard Hamming distance as
well as the weighted Hamming distance (where each bit is
weighted by a real value). To further decrease the needed band-
width and computation time, we verify whether it is possible to se-
lect only a subset of the features used for detection. Selecting the
features and weights is done using the optimization scheme pro-
posed by [12]. Note that this is similar to some approaches used
for metric learning (e.g. [25]), where the aim is to learn an appro-
priate distance/similarity function for a given problem.

We start from a training set S = {(q1, a1, b1), . . . , (qt, at, bt)} of t
triples of vehicles. In each triple, ai is a more preferable neighbor
of qi than bi. In our case, ai and qi represent the same vehicle,
whereas bi represents a different vehicle, from which we create
the positive and negative training data for Adaboost (see Fig. 4).

Additionally, we have a set of binary functions B(x) =
{h1(x), . . . , hn(x)}, where hk(x) 2 { � 1, + 1} is based on the threshol-
ded Haar feature responses from the detection stage (see Fig. 5).
Each hk(x) induces a (binary) distance measure between two
detected vehicles x and y:

dkðx; yÞ ¼ jhkðxÞ � hkðyÞj=2 ð4Þ



Fig. 4. Example of a triple (q, a, b) used in the application procedure of Section 4.

Fig. 5. Example of four selected features super-imposed on two different samples of the same vehicle (in cameras 1 and 2).
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and a weak classifier fk (fk is defined on triples, different from hk):

fkðq; a; bÞ ¼ dkðq; bÞ � dkðq; aÞ ð5Þ

where dk(x,y) 2 {0, 1} and fk(q, a, b) 2 {�1, 0, +1}. Our goal in training
is to find a strong classifier

Fðq; a; bÞ ¼
X

bjfjðq; a; bÞ ð6Þ

such that F(q, a, b) > 0 for all positive triples {(qi, ai, bi)}. If we define
a new distance measure

Dwðx; yÞ ¼
X

bjdjðx; yÞ ð7Þ

and plug Eq. (5) into Eq. (6), we have

Fðq; a; bÞ ¼ Dwðq; bÞ � Dwðq; aÞ > 0 ð8Þ

As proposed in [12], we again use AdaBoost to train the strong classifier
F(q, a, b). We perform two different experiments, one selecting a subset
of the features hk, with corresponding weights bk, and another select-
ing a subset of features all with the same weight b. Since the weights
are fixed, they do not need be sent to the server, only the selected bin-
ary values hk, resulting in a compact yet performant descriptor.

4.2. Matching algorithm

When matching vehicles between cameras, it should be noted
that the different matchings are not independent. If, e.g. the first
vehicle of camera 1 matches to the second vehicle of camera 2,
no other vehicle of camera 1 can match to that same vehicle. This
kind of disambiguation has a big impact on the matching accuracy.
In our experiments, we use the Hungarian algorithm for this
purpose which is a combinatorial optimization algorithm that
solves the assignment problem in polynomial time. Given all the
vehicles detected in one camera in a chronologically ordered list,
we use a sliding window running over this list to select matching
candidates. This is more robust than using a fixed time lag, since
speed of vehicles can vary a lot. The optimal size of this window
is to be determined by experiment.

In practice, we obviously do not know the corresponding vehi-
cle beforehand and, as a result, we cannot center the sliding win-
dow on the correct detection. Therefore, the size of the sliding
window is a trade-off between two factors: making sure the cor-
rect vehicle falls within its range, while limiting the amount of dis-
tractors falling in its range. On the other hand, a particular vehicle
also falls within multiple sliding windows and, as a result, gets
matched by the Hungarian algorithm several times. To exploit this
redundancy, we propose to use a voting algorithm. We add vehi-
cles until an N-size buffer is full (with N the size of the window).
Then, each time the Hungarian algorithm is applied, votes are as-
signed to matching vehicle pairs, and the vehicle pair with the
highest number of votes is registered as a valid match, removed
from the buffer, and replaced by the next incoming vehicle. When
a vehicle is assigned to several different pairs and remain in the
buffer for a long time, we consider this as false positive and reject
it. Fig. 6 ilustrates this procedure.
5. Haar features based tracking-by-identification

Finally, we propose to use the same set of features selected for
identification also for tracking. This may seem a weird choice at



Fig. 6. Example of voting for vehicle matching, window size N = 3, camera 1, 2.
After two iterations vehicles 1 and 2 have been properly assigned. In iteration 3 the
vehicle 4 is next to be registered as a valid match, since vehicle 3 does not have
enough votes yet.
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first. However, those features have proven to focus on what re-
mains constant over different detection windows, in spite of small
variations between the different cameras (viewpoint, pose, light-
ing, etc.). As such, they can be expected to be a good choice for
tracking as well. Moreover, tracking-by-identification allows
taking the appearance of the specific object being tracked into
account, without the need for an online boosting scheme. Track-
ing-by-identification works just like tracking-by-detection, except
that we do not compute the confidence of the object detector, but
rather the Hamming distance with respect to the object as seen in
the first frame. Moreover, we do not compute all features, but only
the optimized subset selected for vehicle matching.

In our implementation, we simply compute the Hamming dis-
tance for a set of windows close to the detection position in the
previous frame. Obviously, the same idea can also be integrated
in a Kalman or condensation filter. In all cases, computations can
be done efficiently using integral images and bitwise operations.

6. Our integrated system

Finally, we have combined the above building blocks for detect-
ing, identifying and tracking of vehicles into an integrated system
for tunnel surveillance. It successfully tracks individual vehicles
along a tunnel pipe corresponding to the range of view of the three
cameras used for the experiments.

6.1. Integration

For the final integrated system, a few extra components have
been added, with the aim to speed up, to robustify and to improve
detection accuracy. Most importantly, we added motion informa-
tion and tunnel structural information. For the motion information,
we use the background subtraction method of [29], This method
was selected since it is very simple, efficient, able to run in real
time and almost parameter free. In [29] results are reported of
250 fps, on a 2.67 GHz Core i7 CPU (640 � 480 image size). More-
over, it has been surveyed in [30] together with seven other recent
methods, where it scores very high on most of the evaluations and
has been selected as favorite. We use the recommended parame-
ters of [30], only varying the matching-threshold parameter for
the different videos.

Motion blobs found by the background subtraction algorithm
are first grouped together into blob hypotheses. Parameters for this
process vary with the position in the image, to compensate for per-
spective effects (vehicles tend to get smaller as they move towards
the top of the image). New blobs entering the field of view are also
filtered based on their distance to the virtual centre of the lanes
and on their size (we have pre-computed which sizes are common
for a certain position in the videos for cars and trucks). Lanes were
marked manually for each video. However, this could be deter-
mined automatically or set as a parameter as well (left as future
work). We also ignore blobs that are already far away. With this
approach, we can reduce the number of hypotheses significantly
and keep only those that are more likely to actually contain vehi-
cles. Fig. 7 shows some blob hypotheses. Detection is then per-
formed within motion blob hypothesis instead of using sliding
window.

To further increase the matching/re-identification performance,
context information such as the lane where the vehicle is in, was
integrated in this step as well. When computing the Hamming dis-
tance of vehicles x and y, we adapt the distance as follows:
Dnewðx; yÞ ¼ ð1þ ajlx � lyjÞDðx; yÞ ð9Þ
where D(x, y) is the Hamming distance defined previously, lx and ly
are the respective lane numbers, and a is a parameter determined
empirically. With this formula, we integrate the low probability of
a car changing lane from camera I to I + 1, into the distance measure
used for the matching. Fig. 8 shows an image of the system in
operation.
6.2. Integration over a sequence of cameras

In the context of multi-camera tracking, it is often assumed that
errors accumulate when following an object over multiple cam-
eras. However, this is not necessarily the case. Since matching
vehicle fingerprints is computationally cheap, we can easily match
against all previous cameras instead of just the preceding one and
use this information for error correction. Indeed, when there is a
mismatch between two cameras, it is theoretically possible to re-
cover from these errors by exploiting the redundancy between
the different cameras matching.

Such multi-camera matching can be implemented either as
‘early fusion’ or as ‘late fusion’. In the case of ‘late fusion’, the full
matching procedure is first applied to each pair of cameras sepa-
rately. Then, the consistency between the correspondences found
is checked, using a voting scheme that determines the final label
assigned to a particular vehicle (with the labels defined, e.g. based
on the chronological order of appearance in the first camera). For
instance, suppose a vehicle has been matched correctly between
the first four cameras, but it’s fingerprint in camera 5 is inaccurate
due to strong specular reflection, motion blur or occlusion. Then
the label assigned to the vehicle in camera 5 may be incorrect,
but this will not necessarily affect the label assigned to the vehicle
in cameras 6 and up. Indeed, if for camera 6 the vehicle is matched
correctly to the majority of cameras 1–4, the correct label can still
be inferred from the labels of the corresponding vehicles in these
cameras. Based on the consistency between the labels, we can also
assign a confidence score to it, and confidence scores of labels of
previous cameras should be taken into account during the voting
process.

In the case of early fusion, the voting scheme proposed in
Section 4 is adapted, now combining votes from multiple camera
pairs. To this end the Hungarian algorithm is applied not only with
respect to the vehicles in the preceding camera, but rather it is ap-
plied in parallel for matching with all previous cameras. Since the
vehicles in these cameras have already been matched, the votes
they collect can be transferred easily. Based on votes from all cam-
eras, the vehicle pair that received the highest number of votes is
selected and removed from the buffer.



Fig. 7. Right: Tunnel Image. Left: Motion blob hypotheses. We separate groups of blobs (overlapping bounding boxes of blobs), using lane information and typical size in
image position. Far away blobs are ignored.

Fig. 8. Snapshots of our system in operation. Tunnel camera 1, 2, 3.
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Unfortunately, we only had the output of three cameras at our
disposal, and testing of this camera sequence matching is left as
future work.
0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

pr
ec

is
io

n

Detector: Precision/Recall at 50% overlap

Separate: G Accuracy            AP= 0.7565
Separate: LastStageAccuracy AP= 0.6624
7. Experimental results

In this section we first describe our dataset (Section 7.1), detec-
tion results (Section 7.2), matching results (Section 7.3), tracking
results (Section 7.4), re-identification results on automatic detec-
tions (Section 7.5) and finally an evaluation of the transferability
of the system in Section 7.6.

7.1. Our dataset

For our experiments, we use a set of three annotated video
sequences, corresponding to three spatially consecutive but
non-overlapping cameras from a tunnel surveillance system in
operation. The image resolution is 720 � 576. All sequences have
been manually annotated, assigning to each vehicle a unique iden-
tifier and delimiting its bounding box in at least 15 frames. The
first part of each video is used for testing, whereas the second part
is used for training. Traffic flow used for testing is composed of
Fig. 9. Basic Haar features used.
around 160 vehicles (mostly cars and trucks) passing by during
3 min. The number of vehicles used for training was about 300.
7.2. Detection

To train the detection cascade, we use the three annotated vid-
eos as well as 100 additional tunnel images without vehicles
0 0.2 0.4 0.6 0.8 1
0

0.1

recall

Bulk: G Accuracy            AP= 0.5172
Bulk: LastStageAccuracy AP= 0.4036

Fig. 10. Precision/recall of our detector tested for a bulk cascade (cars and trucks
together) and separate cascades (one for cars and another for trucks). The composite
confidence score G improves performance over only using last stage accuracy
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Fig. 11. (a) Matching accuracy as a function of the window size (i.e. number-of-distractors + 1) averaged over all the pairs of cameras (C1 � C2,C1 � C3,C2 � C3), with the
sliding window always centered on the correct detection. (b) Identification accuracy as a function of number of features. Features in the order that they were optimized (blue)
increases accuracy faster than adding them randomly from the optimized set (red) and also better than randomly from the complete pool of features from the detection
cascade (black). The accuracy saturates very early, at about 100 features. (For interpretation of the references to colour in this figure legend, the reader is referred to the web
version of this article.)
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downloaded from the Internet. Moreover, all positive samples are
mirrored to enlarge the training set. All training data is variance
normalized. We use the five basic type of Haar features shown in
Fig. 9. During testing, the variance normalization is performed on-
line using the squared integral image. For training we normalize all
bounding boxes to the same aspect ratio and size (50 � 50 pixels).
For testing, we use different scales, as well as different aspect ratios
for cars and trucks. We resize the features instead of the images for
speeding up. To define a correct detection, we use 50% overlap
(intersection divided by the union) as criterion, as in the Pascal
VOC Challenge [26]:
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Fig. 12. Matching accuracy under more realistic circumstances with the sliding
window not necessarily centered on the correct correspondence. The worst
performance is the one selecting the ‘Nearest Neighbor’ from all vehicles in the
current window size. ‘Hungarian’ is adding a set of vehicles (+=window/2) and
immediately selecting the winner without any voting. ‘Hungarian V’ additionally
includes the voting mechanism, and comes very close to ‘OPT’, which is the same
curve as shown in Fig. 11a and serves as some kind of upper bound.
with roiT the detection window and roiGT the ground truth. Fig. 10
shows the performance (precision versus recall) of our detector,
once using the score of the last stage of the cascade, as is usually
done, and once considering our composite confidence score G. To
generate the precision/recall plot, a sliding window was run over
200 annotated test frames using the same parameters for all meth-
ods. This experiment is repeated for two different settings.

For the ‘bulk cascade’ we train all different types of vehicles
together in the same cascade, resulting in nine stages, with 890
features. For the ‘separate cascade’ setting we train one cascade
for cars and another one for trucks. For cars we obtained seven
stages, 424 features, and for trucks six stages, 484 features.

For both settings, precision as well as recall benefit significantly
from the new confidence measure, with the average precision
increasing from 40% to almost 52% and from 66% to 75%. As oper-
ating point for further processing, we can select a high threshold to
obtain about 80% in precision, which combined with motion, elim-
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Fig. 13. Tracking accuracy versus the number of features used. Average of tracking
20 vehicles, during 30 frames, evaluating the overlap with groundtruth every fifth
frame.



Table 1
Comparison of accuracy (1.0 = 100%) of different tracking methods on the videos: our
method, MILSERboost, MILboost, Online Semi-boost and online AdaBoost, table
extended from [27]. italic = 1st and bold = 2nd place.

Sequence OUR MILSER MIL OSB OAB

sylv 0.53 0.63 0.61 0.46 0.50
david 0.48 0.71 0.54 0.31 0.32
faceoccl 0.73 0.68 0.63 0.71 0.38
faceocc2 0.65 0.78 0.65 0.63 0.64
cokel 0.10 0.18 0.29 0.12 0.20
tigerl 0.32 0.60 0.51 0.17 0.27
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inates false positives. Misdetections (false negatives) can be recov-
ered in another frame.

7.3. Matching

Next, from the pool of features selected by the AdaBoost algo-
rithm for vehicle detection, we select an optimal subset for vehicle
matching (identification), following the algorithm of Section 4. For
Fig. 14. Snapshots of some tracking results: our tracking-by identification method
(red).Upperpart: sylv, david, face occ1, below: face occ2, coke1 and tiger1. (For interpreta
version of this article.)
simplicity, we start from the features selected by the bulk detec-
tion cascade. This set consists of 890 features. The optimal subset
is then used as ‘vehicle fingerprint’ and sent to the central server,
where it is compared with the fingerprints sent by other camera(s)
using Hamming distance.

For this experiment, we have manually annotated 400 vehicles
in all three cameras, always assigning the same identifier to corre-
sponding vehicles. 200 of these (each with 15 samples with the
same ID) are used to optimize (select) the features, while
the remaining 200 are used for testing. From the training samples
we construct 20,000 triples. Optimization took about 10 s in our
matlab script.

In Fig. 11a, we report the accuracy of the matching as a function
of the number of distractors, i.e. with the sliding window always
centered on the correct detection.

Since in this experiment the correct match for all elements of a
specific window, is always in the test set, we start with a matching
accuracy of 100% (for the case of 0 distractors, window size = 1). In
our setting the weighted version did not improve over the standard
Hamming distance, on the contrary. The non-weighted version is
(blue) is often competitive with the more complex MILBoost algorithm of [28]
tion of the references to colour in this figure legend, the reader is referred to the web



R. Rios-Cabrera et al. / Computer Vision and Image Understanding 116 (2012) 742–753 751
almost as good as the result obtained with all the features, while
using less than half the number of features. Normally, due to phys-
ical tunnel constraints, we can consider a maximum of 20 vehicles
in a group, for which we obtain an accuracy of 95%.

Next, we evaluate the effect of the number of selected features
on the matching accuracy, see Fig. 11b. This plot shows the average
for window sizes 10, 15, 20, and 25. Already for 100 features, we
obtain an accuracy of 95%. Hence we use only the first 100 features
as our vehicle fingerprint (100 bits). For comparison, we repeated
the same experiment also for randomly selected weak classifiers
(from the same pool selected by the detection cascade). This also
goes up to 95%, but not that fast.

In Fig. 12, we compare different algorithms for matching the
vehicles, namely nearest neighbor based matching, the Hungarian
algorithm, and the improved Hungarian algorithm (including vot-
ing). As a reference, we also added the curve of Fig. 11a, which
forms some kind of upper bound. For all these experiments, we
used ground truth bounding boxes as well as the ground truth or-
der of appearance of vehicles in the tunnel. The voting based algo-
rithm outperforms the Hungarian and nearest neighbor baseline.
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7.4. Tracking

For evaluating the accuracy of the tracking algorithm, we again
use the Overlap-Criterion of the Pascal VOC Challenge (see Eq.
(10)). We compute the overlap with ground truth of 20 tracked
vehicles, during 30 frames each (evaluating the left hand side of
Eq. (10) at every fifth frame). In Fig. 13, we show the tracking accu-
racy as a function of the number of features. We obtain a tracking
accuracy of 80% (average of all overlapping frames computed using
Eq. (10)). Moreover, the tracking results do not improve much after
100 features, while the processing time increases linearly with the
number of classifiers used. We compare three different schemes for
feature selection: ‘OPT’ selects features in the order they were opti-
mized, ‘Random’ selects features randomly from the optimized set,
and ‘OPT filter’ selects features in the order they were optimized
but filtering out features with width OR height < 3 pixels (in the
50 � 50 training size) and features with width AND height < 6 pix-
els. We can see that those really small features have a negative im-
pact on the vehicle tracking results, probably because vehicles are
moving away and getting smaller in appearance.

Additionally, in order to further evaluate the proposed method
for tracking, we use the benchmark videos from [27,28] to compare
our results. [27,28] have proposed an online tracker based on mul-
tiple instance learning and multiple instance boosting. We found
that using a simple set of identification-optimized features without
online model updating, can already achieve reasonably good re-
sults. For these experiments, we use the first 144 features from
the same set of 384 features optimized for vehicle identification.

Our tracker is competitive with the state of the art, obtaining
the best and second best score for 2 of the sequences. It shows con-
siderably lower results in videos where the starting position was
not very representative for the whole sequence, see Table 1,
Fig. 14. In the tiger1, coke1 videos, tracking is carried out properly
the first frames, but then the object is lost and hardly found again.
Since we are using only the first fingerprint as reference, it cannot
perform well on these two videos. However for our aimed applica-
tion (tunnel surveillance), we start with a very good frame (vehi-
cles look bigger with more details) and success rate is very good
and we can successfully track any vehicle.
Size of Window

Fig. 15. (1) Hungarian Voting algorithm on ground truth, (2) Hungarian Voting on
automatic detections using lane information, Camera 1 to Camera 2, (3) Camera 2 to
Camera 3, (4) Hungarian Voting on automatic detections using NO lane information
Camera 1 to 2, and (5) camera 2 to 3.
7.5. Re-Identification on detections

In the previous experiments of our tunnel sequence, we evalu-
ated re-identification for ground truth windows.
In order to further evaluate our re-identification method, we
used the techniques described before in the integrated process
and we obtained automatically vehicle windows from the videos.
Ideally all detections should be the same windows as our ground
truth annotated windows. However, in the real world scenario, we
could obtain miss detections, partial detection and false positives.

We took the first 100 detections of each video, and manually
annotated the corresponding ID for each vehicle. Results are shown
in Fig. 15. We can see the results applying the Hungarian voting
algorithm as the theoretical best result (Same plot of Fig. 12),
and the results of re-identification of camera 1 to camera 2, and
from camera 2 to camera 3. As we can observe, not using the lane
information gives not so good results. This is because using the real
detections, we cannot always have perfectly aligned bounding
boxes. However, adding the lane and order information, we can im-
prove the accuracy of re-identification as we can see in Fig. 15.

Using the proposed pipe line, we took the first 100 vehicles and
inspected them manually. We obtained: Camera 1: 96 correct
detections (fulfilling at least 50% overlap using Eq. (10)), 2 partial
detections, 2 mis-detections and 0 false positive. Camera 2: 91
correct detections, 4 partial detections, 4 mis-detections and 1 false
positive. Camera 3: 92 correct detections, 5 partial detections, 3
mis-detections and 0 false positive. Partial detections, should be
considered false positives, since they do not fulfill Eq. (10),
however, in the assignment problem, we handle them as correct
detections, and we are able to assign the correct ID using lane infor-
mation, since a partial detection is still a vehicle. Using ground truth
we obtained up to 95%, accuracy. However on automatic detections,
we obtain a maximum of 88% for C1–C2 and 85% for C2–C3. This can
be improved by having more cameras and doing cross re-identifica-
tion. Training a better detector would also improve results on
re-identification, which we believe can be improved.

7.6. Transferability of the system

The tunnel videos we used for our experiments in Section 7, can
be considered a very hard example, since it has four lanes, the
speed of vehicles is high, it has very dense traffic, including many
trucks, and the position of cameras varies a lot. The performance of
the tunnel surveillance system depends on many settings and each
represents a challenge. There is a lot of variability from tunnel to
tunnel, the images look very different depending on the type of



Fig. 16. Snapshots of five testing videos. It shows different frames of the same camera of five different tunnels. The same trained detector of Section 7.2 was used without new
additional training samples.
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camera and images, and the artificial illumination changes a lot the
appearance of vehicles.

Here we test our vehicle detector of Section 7.2 (without retrain-
ing) on five other tunnels (a single camera for each tunnel) to eval-
uate how feasible it is to use the system in other tunnels without
changing the setup or finetuning parameters. We do not use motion
information for this experiment, only the detector, because we con-
sider this to give us a better insight on the transferability.

As we can see in Fig. 16, for some tunnels (e.g. V2, V5) we obtain
reasonably good results. Adding new training material will improve
detections further, and we can be confident the system will work
properly under these conditions. However, in some cases, such as
in V3, adding more training samples from this tunnel probably
would not solve the detection problem and therefore, also the re-
identification and tracking will not be possible. Some bigger changes
on the tunnel system are necessary, such as change of illumination
or camera, following the recommendations of [7,8]. V1 and V4 are
intermediate cases where some detections are missing or wrong.

Alternatively, in terms of object detection, other recent works
can be implemented for online adaptation, such as [31], where
they propose a method to adapt a detector to a new test distribu-
tion without performing new training. In fact, tunnel surveillance
seems a perfect fit to this type of algorithms, as the illumination
conditions and relative object poses are fairly constant over time.
8. Conclusions and discussion

We presented a general framework for tunnel surveillance
using non-overlapping cameras. Reusing the same set of features
for the detection, the tracking as well as the matching over differ-
ent cameras allows keeping the computation time under control,
and yields promising results. In particular, we manage to improve
the detection accuracy over a standard AdaBoost cascade frame-
work by using a novel confidence score. We show inter-camera
matching accuracies of 95% and up using a compact vehicle finger-
print on ground truth images, and about (88%, 85%) on automatic
detections. We obtain tracking results competitive with the state
of the art, in spite of the simplicity of our algorithm. Different com-
ponents (composite confidence score, tracking framework) have
been used successfully in other contexts as well. This suggests that
our work could be applied to other multi-camera tracking scenar-
ios. We evaluated our multi-camera tracking experiments on one
tunnel only. Further validation is required to perform transferabil-
ity to other tunnels. Improvements in the detector can be achieved
easily with more training material. Also a hybrid combination be-
tween tracking-by-detection and tracking-by-identification would
lead to better tracking results. This is left as future work.
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