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ABSTRACT
In this paper, we present a new method for robust content-
based video copy detection based on local spatio-temporal
features. As we show by experimental validation, the use of
local spatio-temporal features instead of purely spatial ones
brings additional robustness and discriminativity. Efficient
operation is ensured by using the new spatio-temporal fea-
tures proposed in [20]. To cope with the high-dimensionality
of the resulting descriptors, these features are incorporated
in a disk-based index and query system based on p-stable
locality sensitive hashing. The system is applied to the task
of video footage reuse detection in news broadcasts. Results
are reported on 88 hours of news broadcast data from the
TRECVID2006 dataset.

Categories and Subject Descriptors
H.3.3 [Information Search and Retrieval]: Search pro-
cess

General Terms
Algorithms, Experimentation

Keywords
Content-based Video Copy Detection

1. INTRODUCTION
Many TV channels around the globe broadcast news, of-

ten on a daily basis. For approximately half of their news
stories, they all obtain the same video footage from a few big
press agencies. Nevertheless, the same material is presented
substantially different depending on the channel, due to a
high level of postprocessing: logos and banners are added,
items are shown picture-in-picture, gamma-correction, crop-
ping, zoom-in, transcoding, and other transformations are
applied to the raw input data so as to adapt the content to
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Figure 1: Video footage reuse in broadcasts. All
correctly retrieved from a 88+ hours database with
our system.

the look and feel of a particular channel, as illustrated in
figure 1.

For data aggregators on the internet, such as news sites
collecting information from different channels and present-
ing it in a unified framework to the user, detecting reuse
of the same video footage is a useful tool to link stories
across channels, independent of language or political opin-
ion. Likewise, for researchers in broadcasting companies,
it may by interesting to retrieve the original video footage
based on broadcasted fragments, especially when the meta-
data are incomplete or missing, which is often the case for
older archives.

However, the high level of postprocessing poses specific
challenges to the problem of content-based video copy de-
tection. Most of the methods proposed to date are based
on global methods and fingerprinting techniques (e.g. [5, 10,
13]). These work well for exact copies, but cannot cope with
added banners, logos, picture-in-picture, rescaling, cropping,
etc. One way out would be to simply ignore the lower third
of the image, where most of the edits are located. However,
this seems a too drastic solution, throwing away a lot of use-
ful information, and at the same time is still insufficient, as
logo’s or cut-outs can also appear in the upper part of the
image.

To cope with such variations, local features, sometimes
also referred to as interest points, are probably the best so-
lution, as proposed in the context of content-based copy de-
tection (CBCD) by [7, 8, 12, 18]. Despite the uniqueness
of each system, all robust CBCD systems proposed to date
have in common that they rely on the detection of 2d inter-
est points on specific or all frames of the videos and use the
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Figure 2: A visual comparison of the different fea-
tures used in the context of CBCD. Top: 2D features
detected at specific keyframes. Middle: 2D features
detected at specific keyframes. Temporal informa-
tion is added in the descriptor or through tracking.
Bottom: spatio-temporal features detected within
the spatio-temporal volume.

descriptors of the local neighbourhood of these points as in-
dices to retrieve the video. Typically, temporal information,
if used at all, is added to these features only in a second step.
Law et al. [12] and Sivic et al. [18] detect local features in
keyframes only and track these over time to increase stabil-
ity. Joly et al. [7] detect local features in keyframes only but
use information from precedent and following frames as well
when computing the descriptor.

In contrast to these systems, we present a new method
for robust video copy detection that is based on local spatio-
temporal features. For this, we use a slighly adapted version
of the recently proposed efficient dense and scale-invariant
spatio-temporal interest points detector of [20].

Using local spatio-temporal features brings several advan-
tages. First, features are extracted at interesting locations
not only spatially but also over time. This makes them more
discriminative as well as better localized. Second, the result-
ing set of descriptors collects information from all over the
video, rather than focussing on a few selected (key)frames
only (see also figure 2). When focussing on local spatio-
temporal regions of high information content, one can ex-
pect the video to be better represented. Third, using spatio-
temporal features guarantees a robust localization over time.
When using purely spatial features, the frames to be ana-
lyzed are either determined by subsampling (i.e., extracting
features from every n-th frame) or by keyframe selection.
In case of subsampling, there is no guarantee that the same
frames will be selected in the test sequence. Hence one re-
lies on the assumption that similar features will be found
in temporally nearby frames – an assumption which only
holds up to some extent and for slowly changing scenes only.
When, on the other hand, the motion is too slow, one risks
to extract multiple detections of very similar features. In
case of keyframe selection, global methods are used to select

the keyframes, e.g. based on motion intensity, and these
are again not robust to the local changes incurred by added
banners, scaling, etc. A good localization of the features,
both spatially as well as temporally, is essential to ensure a
high repeatability and discriminativity.

The use of spatio-temporal features [11] in the context of
content-based copy detection has been considered before [7],
but the computational cost proved very high. The recently
introduced spatio-temporal features of [20] overcome this
limitation. Average precision can also be improved by ex-
tracting a denser set of features than is possible with [11].

As an additional contribution, in order to cope with the
high-dimensional descriptors, we have designed an efficient
disk-based index and query system based on locality-sensitive
hashing (LSH) which is better suited for large-scale databases
than previous versions.

This paper is organized as follows. First, we give an
overview of the state of the art, with the stress on content-
based video copy detection work focussing on robustness to
various types of image transformations and postprocessing.
Next, we describe our system at a high level (section 2), fol-
lowed by a more in-depth description of the spatio-temporal
features used (section 3) and our index and query system
based on locality sensitive hashing (section 4). Section 5
describes our experimental evaluation, both with artificially
transformed video sequences as well as real news broadcast
data. This includes a comparison between the performance
of spatio-temporal and purely spatial features in the context
of content-based video copy detection. Section 6 concludes
the paper.

1.1 State of the art
Here, we comment only on earlier work focussing on reuse

detection of non-identical sequences. A copy in this case
is a transformed video sequence. Recently, Law et al . [12]
proposed a new method for content-based copy detection by
means of tracking 2D interest points throughout the video
sequence. They use the 2D Harris detector [4] and KLT fea-
ture tracking software [19]. By using the trajectories, the lo-
cal descriptor is enhanced with temporal information, while
the redundancy of the local descriptor is reduced. They
argue that the advantage of using 2D descriptors is that
relevant motionless points are also indexed. However, it is
questionable and probably application-dependent whether
a snapshot of a video should actually be retrieved or not.
The obtained descriptors are invariant to image translation
and affine illumination transformations, but are not scale-
invariant.

The system proposed in [8], on the other hand, is rotation
and scale invariant. They use a new interest point detector
and descriptor scheme, inspired by SIFT [14], but adapted
for better efficiency and better performance in the context
of content-based video copy detection.

In [7], a detailed comparative study of different video
copy detection methods has been performed, including both
global as well as local descriptors and even spatio-temporal
ones. However, their experiment based on spatio-temporal
features is, as also acknowledged by the authors, quite pre-
liminary, with no optimization to the video copy detection
application. Queries are artificially transformed and the
amount of transformation is smaller than what we typically
found in our news broadcast dataset.
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Figure 3: An overview of the pipeline used in this
paper. We refer the reader to the text for more
details.

2. OVERVIEW OF OUR SYSTEM
Figure 3 gives an overview of our processing pipeline. The

videos to be stored in the database are first cut into smaller
clips based on shot cut detection1. The underlying idea
is that footage reuse starts from the rough data and more
often than not does not extend over multiple shots. This is
a valid assumption for our news broadcast application, but
may have to be revised and e.g. replaced by a sliding window
for other applications. For each clip, we then extract local
spatio-temporal features and store these in our databases,
based on an index that is a combination of the clip index
and the feature index. When a query video is presented to
the system, the same process is repeated, except for the shot
cut detection step (we assume the query consists of a single
shot only). The database retrieves all possible matches for
each of the extracted spatio-temporal features, and returns a
ranked list of relevant reference clips based on the amount of
aggregated votes. At this point, a RANSAC-based scheme
can be used to further verify the spatio-temporal consistency
between the query clip and the returned reference clips.

3. LOCAL SPATIO-TEMPORAL FEATURES
FOR VIDEO CBCD

Over the recent years, many local viewpoint-invariant fea-
tures have been extended to the spatio-temporal domain.
These take the 3D nature of video data into account and
localize features not only spatially but also over time.

Laptev and Lindeberg [11] were the first to propose such
a spatio-temporal extension, building on the Harris-Laplace
detector proposed by Mikolajczyk and Schmid [15]. This
is the detector that was used in the video copy detection
comparison of [7]. However, the feature extraction process
involves a time-consuming iterative procedure that has to be
repeated for each feature candidate separately. As a result,
it is not really suited for video copy detection applications,
where efficiency is an important aspect.

Recently, a new spatio-temporal interest point detector
has been proposed by [20] which seems much more promis-
ing in our context. They yield scale-invariant features (both
spatially and temporally). Moreover, the feature density can

1The length of the clips ranges between 1 and 48 seconds

Figure 4: The two types of box filter approximations
for the 2 + 1D Gaussian second order partial deriva-
tives in one direction (left) and in two directions
(right).

be easily varied from very dense to very sparse. Most impor-
tantly, features can be extracted efficiently. These properties
make them a good candiate for video copy detection. We
start with a brief description of this Hessian-based spatio-
temporal interest point detector and its descriptor. Next,
we discuss the adaptations made to this detector for use in
the context of video copy detection. For more information
on the used detector, we refer the reader to [20].

3.1 Hessian-based STIP detector
In [20], Willems et al . propose the use of the Hessian ma-

trix

H(·;σ2, τ2) =

0@ Lxx Lxy Lxt

Lyx Lyy Lyt

Ltx Lty Ltt

1A (1)

for spatio-temporal feature selection. The strength of each
interest point at a certain scale is then computed by

S = |det(H)| (2)

Part of the efficiency of the detector stems from the fact
that the localisation and scale selection of the features can
be achieved simultaneously with the scale-normalized de-
terminant of the Hessian. [20] shows that, in D dimen-
sions, the determinant of the scale-normalized Hessian, with
γ = 1, reaches an extremum at the center of a Gaussian blob
g(x;σ0) with σ0 = [σ0,1, . . . , σ0,D], for scales

σ̃ =

r
2

D
σ0 (3)

Since computing the determinant of the Hessian at many
positions and scales can become computationally prohibitive,
all Gaussian second-order derivatives are approximated with
box-filter, as shown in figure 4. In this regard, the imple-
mentation can be seen as a spatio-temporal extension of the
2D SURF [1] features. Box-filters can be computed very ef-
ficiently in constant time using an integral video structure,
the spatio-temporal extension of integral images.

Finding interest points boils down to detecting local ex-
trema in the 5D space defined by the position (x, y, t), spa-
tial scale σ and temporal scale τ .

3.2 Hessian-based STIP descriptor
The descriptors are again an extended version of the SURF

descriptor [1]. Around each interest point with spatial scale
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σ and temporal scale τ , a rectangular volume is defined with
dimensions sσ× sσ× sτ with s a user-defined magnification
factor. The volume is subsequently divided into M×M×N
bins, where M and N are the number of bins in the spatial
and temporal direction respectively. These bins are filled
by a weighted sum of uniformly sampled responses of the
3 axis-aligned Haar-wavelets dx, dy, dt. Each bin stores the
three-dimensional vector v = (

P
dx,

P
dy,

P
dt). The de-

scriptor can be made in-plane rotation-invariant if needed.

3.3 Adaptations for video CBCD
Robust video CBCD poses many challenges as a myriad

of post-processing can be applied to the original video ma-
terial. These changes can include transformations such as
rescaling, color-correction, a superposition of a lower third or
logo, compression, and picture-in-picture. The orientation
of the video as well as the speed is almost never changed,
however, and as such invariance to in-plane rotation and
changes in the temporal scale are not valuable traits. For
this reason, we choose the rotation-variant descriptor and fix
the temporal scale of the detector, reducing the search space
to 4 dimensions. We choose the smallest temporal scale pos-
sible which has a kernel width of 9 frames and choose the
typical magnification radius of 3, which means that each de-
scriptor is computed over 27 frames. This allows us to detect
even small clips with a length of about 1 second. We search
over 3 octaves in the spatial domain and divide the region
around the interest point in 4 × 4 × 3 bins, creating a 144-
dimensional descriptor. The proposed detector can extract
features from videos in NTSC resolution at about 45 fps.

4. EFFICIENT INDEXING AND RETRIEVAL
Indexing and retrieving of high-dimensional data on a

large-scale is far from trivial as exact nearest-neighbour searches
suffer from the curse of dimensionality. Over the years, sev-
eral schemes have been introduced which perform approxi-
mate searches to overcome this hurdle.

LSH [6] is such an approximate high-dimensional similar-
ity search scheme which is able to find matches in sublin-
ear time. It is able to avoid the curse of dimensionality
by hashing the descriptors through a series of projections
onto random lines and concatenating the results into a sin-
gle hash. The probability of collision between such hashes
is much higher for descriptors that are near to each other.
Typically, several hash databases are combined to improve
the probability of finding correct matches.

Ke et al . [9] were the first to implement an on-disk ver-
sion of LSH in the context of near-duplicate image retrieval.
In order to minimize disk-access, they combine queries in
batches. By sorting both the batches and the on-disk database,
only one sequential scan through the database is needed per
batch as first the smallest hash value will be encountered (if
it exists in the database), and so on. In a second step, the
matched descriptors need to be checked for outliers as LSH
matches with respect to L1.

More recently, Joly et al . [7] proposed a distortion-based
probabilistic similarity search where they partition the space
of the relatively small descriptors using a Hilbert space filling
curve. While the proposed scheme could handle over 40.000
hours of video, a recent adaptation using a Z-Grid [17] allows
for the evaluation of 120.000 hours of video.

The NV-tree, proposed by Jonsson et al . [8], is another
disk-based approach for efficient approximate nearest neigh-

0 500 1000 1500 2000 2500 3000 3500
2

4

6

8

10

12

14

#query features in batch

qu
er

y 
tim

e/
fe

at
ur

e 
(m

se
c)

 

 

total query time (53M features)
disk access time
total query time (105M features)
disk access time

Figure 5: On average disk access and query time
per feature (in msec) for a single hash database in
function of the query batch size. The queries are
performed on a database containing 105M (red) and
53M (blue) features. While the query time increases
slightly for larger databases due to longer seek times,
the query time per feature can be reduced drasti-
cally be increasing the batch size.

bour search. The scheme combines partitioning the descrip-
tors into small segments by projecting them on random lines,
similar to LSH, with B+-tree structures that alllow for effi-
cient aggregation of ranking. NV-trees are able to perform
approximate nearest neighbour search in constant time and
can be used in a distributed setup [2].

4.1 Disk-based p-stable LSH
For this paper, we use an on-disk LSH indexing scheme, as

proposed by Ke et al . [9], yet with some notable changes that
speed up the process and allow for more accurate matches.

First, we use a variant of the original LSH scheme based
on p-stable distributions [3]. Since this variant works di-
rectly with the L2 norm, it removes the need to access the
descriptors in order to check for outliers. Secondly, as our
descriptors lie on a unit hypersphere, we divide the randomly
selected projection lines by the square root of the dimension,
roughly normalizing each line. Due to this small change, we
can swap the parameter W with the parameter N , the num-
ber of subdivisions of the radius of the hypersphere2.

Next, we construct the key identifier in such a way that
both the video identifier as well as the features identifier
within that video can be extracted from this one key. This
allows for vote casting per videoclip, again without reading
auxilliary data. Only in case a registration between clips
is required, the features need to be loaded into memory.
In the following experiments, we show that a RANSAC-
procedure is really not necessary to correctly detect copies
in the database with a high degree of certainty. Each key
identifier is stored inside the corresponding bucket together
with an additional checksum hash to discriminate between
different features within the same bucket (see [9]).

Finally, after the database has been created, the list of
ordered buckets is divided into fixed-size blocks and offsets

2In all experiments, N is set to 16.
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to each block, together with the bucket index at the start, is
recorded. Instead of linearly going through the database to
find the matches to each query feature in the batch, the
offsets are used to compute the next possible block that
could contain a matching hash value. As our database is
ordered, the next block is invariably positioned in the part
of the database we have not yet scanned. By using these
offsets, most parts of the database are never read, reduc-
ing the search time tremendously since at most one small
block per feature has to be loaded into memory. In figure 5,
the disk access time (seeking and reading) and the over-
all query times are given for two created databases. The
smaller database is the one used in the experiments and
hold about 53 million features. The other database holds
over 105 million features, almost double in size. As can be
seen, the query times are no longer linear dependent on the
size of the database. Furthermore, since hash functions are
used to fingerprint the descriptors, all hashes of the query
descriptors will in all likelihood be spread evenly over the
database. Using a larger batch of query features, the seek
time per feature becomes shorter, as on average the distance
between the hash values decreases. Figure 5 clearly shows
the advantage of larger batch sizes.

5. EXPERIMENTAL EVALUATION

5.1 Setup
In order to test the performance of our proposed spatio-

temporal features, we used over 88 hours of video from
the TRECVID2006 dataset containing news broadcasts 3

by American channels. All experiments and timings in this
paper are done on a Intel 2.4Ghz Core2 Quad processor with
4GB of memory running Linux with a 1TB 7200rpm hard
disk.

The same pipeline, depicted in figure 3, is used to include
reference videos into the database and to process video clips
for querying. In a first step, shot cut detection [16] is ap-
plied, resulting in approx. 41400 clips. From each clip fea-
tures are computed. We extract on average 180 features per
second, which is similar to the amount of features used by [2].
In the case of reference videos, these features are stored in
the LSH database together with a key identifier. From this
identifier, both the clip as well as the feature within that
clip can easily be obtained. In all our experiments, we use
20 randomly chosen hash databases where each hash is com-
puted from 16 random projections. Each projection is then
divided into roughly 200 bins within the unit hypersphere.

Upon querying a clip, we extract the interest points from
the clip and create a batch of hashes for each database.
Whenever a database finds a match, it casts a vote for the
corresponding clip. After all votes have been aggregated,
we end up with a list of possible copies of the query clip
together with a ranking, the number of votes each clip re-
ceived. It should be noted that, unlike with NV-trees [8],
LSH is not rank-based and as such we cannot use rank ag-
gregation. However, if a query feature is matched to a same
reference feature by several of the databases, these concur-
ring votes give a higher probability that both features are
nearest neighbours. In a final step, false errors can be pruned
by applying a RANSAC scheme to find the translation and
spatial scale between the query clip and a potential copy.

3In NTSC resolution.

Feature type #hours avg #entries total disk space
SURF 88+ 44M 11,5GB

Spatio-temporal 88+ 53M 14,9GB

Table 1: Information on the databases used in the
experiments.

However, this step should be avoided if possible since it can
be a slow process and requires both reference and query fea-
tures to be loaded into memory.

5.2 Detectors and descriptors
One of the main goals of this paper is to compare the per-

formance of the spatio-temporal features with their spatial
counterparts in the context of CBCD.

For 2D features, we use up-right, 64-dimensional SURF [1]
features. As for the spatio-temporal features, we search for
interest points over 3 octaves. Similar to [2], we detect the
2D features at every 12th frame of a clip and compute the
typical 2D descriptor with 4× 4 bins.

We created a full database of the 88+ hours of video for
both feature types, while making sure that both databases
had a comparable size. More information on the databases
can be seen in table 1.

5.3 Spatial vs spatio-temporal
To evaluate the features, we randomly selected 13 clips

from the full database and then manually obtained the ground-
truth – all (partial) copies of these clips within the database.
Besides itself, each query clip has between 2 to 30 copies in-
side the database. We would like to note here that the shot-
cut detection, discussed earlier, is solely applied to split the
original 30 min. to 1 hour news broadcasts into managable
clips. The pipeline is not dependent however on the qual-
ity of shot cuts. Indeed, many cuts are erronous or missed
and many clips contain different scenes. This is no problem
however, as even small 1 second segments can be detected
succesfully by the spatio-temporal features.

In figure 6, we show several precision-recall curves for the
2D SURF features (left) and the spatio-temporal features
(center). The black curve is obtained by simply using the
total amount of votes for each clip as a threshold. Next
we only look at votes that have some support over 2 or
more databases. By counting only concurring votes, the
probability is higher that the matched features are indeed
nearest neighbours. We can clearly see that this improves
the performance for both feature types. However, if this
threshold is set to high many matches are being discarted,
deteriorating the performance.

As the detector and descriptor of each SURF feature is
solely dependent on the data inside one frame, their dis-
criminative power is lower than that of the spatio-temporal
features. This causes the features to trigger on frames that
contain similar content, yet a different scene. Indeed, many
clips that are shot from the same event, yet on different
instances or from different views, are easily matched using
SURF features. While this can be a valuable property, it
is clearly not desirable in the context of strict CBCD. Fur-
thermore, the dataset itself is challenging. Almost all news
channels display a lower third, or chyron, which is super-
posed onto the lower portion of the frame. These graphics
trigger the detection of many features and often will result in
a possible match between clips solely due to the lower third.
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While in some scenarios, this could be solved by cropping all
videos before indexing and querying, it still is an important
part of the footage.

Relying on the inliers after RANSAC does not score very
high for both feature types. The reason is that the amount
of wrong matches can be quite high, while still small enough
to correctly detect a copy. Furthermore, sometimes a very
small overlap between videos is correctly detected, yet the
matches give not enough info to find the transformation.

The rightmost graph in figure 6 displays the average pre-
cision, which emphasizes returning more relevant clips ear-
lier. The spatio-temporal features consistently outperform
the spatial features.

5.4 Robustness to transformations
Next, we test the robustness of the feature types by apply-

ing several transformations to randomly selected videoclips,
which are subsequently used as query. Figure 7(top row)
shows an example of the applied transformations. As be-
fore, the ranking is based on the votes that appear at least
twice within the hash databases. The obtained precision-
recall curves are presented in figure 7(bottom row).

As both features types are scale-invariant, it is not surpris-
ing they are very robust against subsampling the video reso-
lution. Gaussian noise and gamma correction also have little
impact on the performance. However, the spatial features
behave poorly against the addition of salt&pepper noise, al-
though precision seems to have increased for low recall val-
ues. Without noise, some reference videos are incorrectly
identified as copies because they share the same lower third
with the query video. After applying the noise, these ref-
erence videos no longer match, resulting in the improved
precision at low recall.

The spatio-temporal features, however, are fairly resilient
against this attack. Since the detector works over 9 frames,
the random noise applied to each separate frame is large
cancelled out. This robustness that is obtained by working
in the spatio-temporal domain can also be seen, although in
a lesser way, when compression is applied.

5.5 Real-life transformations
Finally, we apply video copy detection to a more chal-

lenging real-life transformation. For this, we use a handheld
webcam 4 to record 15 seconds of one of the reference video
while it is being displayed on a monitor. The webcam has
a resolution of 320× 240 and records at 12fps. Since we as-
sume, as discussed before, that there is no time dilation, we
generate the query video by simply duplicating each frame,
giving us a near 25fps framerate. Furthermore, the webcam
records the video at an oblique angle distorting the frames.
Finally, additional jitter is added by holding the camera in-
hand.

The recorded movie contains 4 separate reference clips.
From each clip a frame is shown in figure 8(a). In figure 8(b),
two frames are shown with the detected spatio-temporal and
spatial features. The spatial features are detected every 12th

frame.
Checking the database reveals that, from the 4 reference

clips, 7 copies exist in total. The 7 highest ranked retrieved
reference clips obtained via the spatio-temporal and spa-
tial features are displayed in figure 8(c,d). The ranking was

4Logitech QuickCam

based on those votes which appear at least twice within the
20 hash databases.

The amount of votes retrieved by both feature types was
very low. This is the result of the color changes and affine
transformation that heavily distort the surrounding of each
interest point. However, as can be seen in figure 8, the
spatio-temporal features still detect 5 of the 7 available copies
in the top 6, while the spatial features were only able to de-
tect 3. Both feature types fail to detect the 3rd reference clip
shown in figure 8(a). This segment is rather short and blurry
and proved difficult to describe by either feature types. Be-
sides transformations, the actual content of a clip has a very
large influences on the performance. The robustness and
descriptiveness of the spatio-temporal features clearly have
a positive influence on the result.

6. CONCLUSIONS
In this paper, we have presented a new method for content-

based video copy detection based on local spatio-temporal
features. By fully exploiting the video’s spatio-temporal
information, robustness and discriminativity is increased.
Furthermore, a new disk-based implementation of p-stable
LSH has been proposed that is not linear dependent on the
database size. Future work includes the adaptation of the
spatio-temporal detector to streaming video and the appli-
cation of the features on more and larger datasets.
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Figure 6: Precision-recall curves for spatial (left) and spatio-temporal (center) features and a comparison of
their average precision (right).

(a) An example of a frame after transformation.
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(b) Precision-Recall curves after transformation.

Figure 7: Applied transformations. From left to right: original frame, subsampling to half the resolution,
Gaussian noise (std. var. 20), salt&pepper noise (20% filled), gamma correction of 1.6, video compression to
5kbits/s. On the bottom row, the PR curves of both feature types are shown for each transformation.

(a) Four frames from the recorded video. (b) Example of detected features.

(c) The 7 highest ranked retrieved video clips using spatio-temporal features. Clips ranked #3,#7 are false positives.

(d) The 7 highest ranked retrieved video clips using spatial features. Clips ranked #3,#4,#5,#6 are false positives.

Figure 8: Detected videos from a recording using a handheld webcam. (a) Four frames from the recorded
video. The video covers several topics. (b) Detected spatio-temporal (left) and spatial (right) features. (c,d)
The 7 highest ranked retrieved video clips for each feature type.
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